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OVERVIEW 
In this document, I outline issues which I see as relevant when designing networks inside data 
centers. 
 
As I write this, I am fresh from BRIITE 2008 (Data Centers Get Real:  Unlimited Demand Meets 
Reality), where I kicked around these ideas with peers from a handful of institutions (notably, 
Fox Chase Cancer Research Center, St. Jude Children's Research Hospital, Weill Cornell 
Medical College, Broad Institute), particular people sporting the title Data Center Manager.  
Credit also goes to conversations over the last year with colleagues at FHCRC and with Peter 
Welcher of Chesapeake NetCraftsmen. 
 
I have written this document as monologue to a hypothetical data center manager, a pastiche of a 
handful of personalities from BRIITE 2008.  In this paper, I do not attempt to identify a 
particular design as optimum given certain conditions; rather, I describe the trade-offs which I 
believe enter into such designs. 
 
I include not only technical pros and cons but the local pressures (cultural, psychological, 
historical) which I see influencing colleagues at peer institutions as they wrestle with these 
choices. 
 

ASSUMPTIONS 
I assume that high-availability is a requirement for many of your applications. 
 
I use the term router to refer to a device making forwarding decisions at Layer 3; I use the term 
switch to refer to a device making forwarding decisions at Layer 2.  Even if a vendor sells a 
particular box as a Layer 3 switch, I will refer to it as a router. 
 

PHYSICAL LAYER 
As far as I can tell, the simplest approach is to place a pair of Ethernet switches in the room, the 
'a' switch at one end and the 'b' switch at the other.  The ‘a’ switch attaches to the ‘a’ distribution 
router (Layer 3); the ‘b’ switch attaches to the ‘b’ distribution router.  The interlink between the 
two switches consists of Etherchannelled pair of something fat.  Copper patch panels in the top 
of each cabinet feature out on punch-down blocks on the wall, where you perform the cross-
connects.1  Glass patch panels at the top of each cabinet appear in some 'IDF' cabinet somewhere 
in the room. 
 
At some level of density, the centralized chassis’ cannot host enough ports.  At this point, you 
subdivide the data center into multiple data centers (Layer 3-wise), with a pair of Ethernet 
                                                 
1 All of the peer data centers I have toured plug end-stations directly into the Ethernet electronics, employing ever 
longer Cat5/6 patch cords.  I remain convinced that this approach is hard to scale.  Yes, clever cable management 
mitigates the problem (most folks don't invest the effort to do this), but I still see intermediate punch-down blocks as 
delivering a cleaner -- and far more scalable and easier-to-troubleshoot -- design. 
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switches servicing one half of the room and another pair servicing the other half.  Or, depending 
on densities, assigning a pair of Ethernet switches to each row. 
 
Optionally, you may designate some rows as ‘non-critical’ and provide a single Ethernet switch 
for those, or possibly fixed port Ethernet switches in the top of each cabinet, homing back to a 
distribution switch (which is in turn dual-homed to the distribution layer routers).  In this design, 
you give up network High-Availability (HA) in exchange for cost. 
 
Optionally, you may designate some cabinets as ‘fragile’; these cabinets host ‘fragile’ systems, 
fragile because they cannot handle loss of Ethernet link, because they are hosted on hard-to-
replace hardware, because they are notoriously sensitive to being 'bumped' in some fashion.  
Here you provide non-redundant Ethernet connectivity using unmanaged switches (won’t need 
OS upgrades), homed to a distribution layer router (isolated subnet, ACLs installed at the router) 
or even firewall. 
 

CHUNKING THE DATA CENTER 

Size the Fault Domain 
Our business (the networking business) employs structured cabling (the TIA/EIA standards) and 
routers to divide networks into manageable chunks and to limit the size of the fault domain when 
we are trouble-shooting. For example, TIA/EIA tells us to keep the cabling for a given floor local 
to that floor, and popular subnetting techniques tell us to install an Ethernet switch on each floor, 
dedicate a VLAN to it, and dedicate an IP subnet to it.  Our business has substantial experience, 
most of it painful, to back these approaches.  That's conventional wisdom; my experience 
supports it.  Permitting cabling or VLANs or IP subnets to metastasize across geography 
(defined by floors in the average office building) diffuses the fault domain and makes trouble-
shooting Layer 0 - 3 problems more difficult -- don't go there. 
 
This is all well and good and, I believe, uncontroversial.  However, the task becomes more 
difficult when we turn our attention to the data center.  Employing these techniques, we would 
keep all network cabling local to the data center, install an Ethernet switch (two for HA), assign 
a VLAN and (one or more) IP subnet(s), and call it done.  We at FHCRC do this; a number of 
our peer institutions do this. 
 
However, some of our peer institutions don't do this; instead, they divide up their Ethernet switch 
into multiple VLANs (and of course map multiple IP subnets to those VLANs).  Some of our 
peers use 'technically suspicious' approaches:  segregating end-stations by OS vendor (Windows 
boxes on one subnet, Unix boxes on another, e-mail on a third, storage on a fourth) and so forth.  
I call this 'technically suspicious' because these divisions also parallel their org charts; and, from 
a purely technical point of view, I would be surprised if reflecting an org chart into a VLAN 
structure delivers value -- I don't see an inherent connection between hierarchical human 
reporting structures (which have been around for, minimally, thousands of years) and  the 
configuration files of Ethernet switches (which have been around for not quite tens of years). 
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Ignoring tribally-driven designs and returning to the vanilla approach (one VLAN per data 
center), at what point does this quit scaling?  With ten servers, I propose that it works just fine:   
presumably we can find the data center room easily enough, and once there we can focus our 
efforts -- performing a binary search if need be to discover the source of a problem.  But does 
this scale to a hundred servers?  Five hundred?  A thousand? 
 

1. Historically, end-stations could go berserk, emitting 'broadcast storms' which swamp the 
local Ethernet hub, drowning every station on that subnet.2  I personally haven't seen a 
broadcast storm since 1993, and the peers with whom I talked at BRIITE have similar 
experiences.  Perhaps one enables 'broadcast suppression' on one's Ethernet switches 
(which caps bandwidth consumption of broadcasts to some trivial amount) and call it 
done. 

 
2. A hacked box can be turned into a DoS platform, possibly resulting in a high-volume 

stream of frames which, if directed appropriately, can starve other data center denizens of 
network throughput.  We haven't seen this, but peers at BRIITE have.  VLANs don't 
harden one entirely from this scenario, but under some circumstances, they can limit the 
service disruption. 
 

3. Techies can create a spanning-tree loop by disabling STP on switches and dual-attaching 
them in the wrong places.  Doing this will take down the entire subnet. 
 

4. At some point in your trouble-shooting efforts, you'll have an Ethernet port, an IP 
address, or a MAC address identifying the likely source of the problem:  how fast can 
you find the relevant box?  At some point, the sheer size of your data center may push 
you to divide it up so that you can limit your search to a given Ethernet switch, row of 
cabinets, or something similar. 

 
 
I don't have a good answer to this.  From a networking point of view, we've lost an entire data 
center to one of these 'fault domain' events once in the fifteen years I have been at the Hutch 
(spanning-tree loop from a blade center).  And we've lost a floor of end-users to the 
"linking multiple VLANs" problem on a number of occasions -- so frequently, in fact, that we 
retired the second VLAN present on that floor, in order to break this cycle.  Given this history, 
and the small physical size of our data centers, I am not particularly interested in narrowing the 
fault domain using VLANs.  On the other hand, I know that I don't have experience managing 
dense data centers and the one data center we manage of any size (~225 active Ethernet ports) 
has grown enough to exceed my experience (well, I guess I'm accumulating experience now!)  
Generally, would one be wise to divide  'large' data centers into multiple Layer 2 fault domains?  
I don't know. 
 

                                                 
2 This term 'broadcast storm' is often used, in our industry, to describe the situation where "end-stations are going 
slow".  I consider this to be a misuse of the term.  I use 'broadcast storm' to mean "lots of frames whose destination 
MAC address is FF:FF:FF:FF:FF:FF".  And I look suspiciously on anyone who claims to have seen such an event 
without employing a sniffer or similar tool to diagnose it. 
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Defense in Depth 
Security involves a layered defense; firewalls and router-based ACLs can contribute to this 
strategy.  You may chunk your data center into 'zones' of sensitivity + access  Here is an 
example: 
 
(1) Clinical and Administrative applications.  These applications should be accessed only by 
internal clients; no need for users outside the edge firewall to reach them. 
 
(2) Personal Health Information.  These applications contain regulated data, typically PHI, which 
the institution is bound to protect to a higher degree than most of the rest of its data. 
 
(3) Research.  These applications tend to be widely accessed by users outside the edge firewall. 
 

1. You categorize end-stations into each chunk and then use VLANs to isolate them from 
other chunks; by doing this, you limit the exposure you have to attacks which require 
Layer 2 access:  CAM table flooding3 and Layer 2 man-in-the-middle attacks (ARP 
poisoning), both of which arise from a attacker first gaining control over one of your 
servers and then using it as a launching pad for one of these (sophisticated!) attacks.  
Before you go down this path, make sure you believe in these attacks:  these are not your 
average security breaches; they require a skilled hacker investing significant effort.  
Realize also that if you aren't protecting your end-stations, that skilled hacker may just 
tackle your desktop machines instead -- an easier target, with access to a broader range of 
more easily accessible data.  Finally, determining the chunks is hard:  a given IP address 
often hosts multiple applications to multiple end-user groups, making it difficult to slot 
into one category. 

 
2. If you then insert firewalls or ACLs, you can start to implement a security policy which 

defines which end-stations get to talk to whom.  For example, the local firewall (or 
perhaps router-based ACL) on Clinical/Admin would block all external access.  In a well-
defined institution, it would also restrict access to particular servers by floors or even IP 
address.  The Research zone would have no access to the other two zones but would be 
heavily open to the Internet.  And so on.  Before you go down your path, make sure that 
your security policy wants you to invest this level of effort:  as far as I can tell, geeks turn 
on these features because they can, incurring substantial cost to the enterprise in the 
process, but without any justification, as their institution's security policy doesn't require 
such significant steps. 

 
Looking at our peer institutions, the driver for this kind of granular access control inside the data 
center becomes stronger for institutions which do not segregate their externally-accessible 
servers into a 'Pit' or 'DMZ' but instead sprinkle them throughout their data center environment, 
as we do here at the Hutch.  As far as I can tell, peer institutions which employ DMZs ruthlessly 
are not installing internal firewalls or ACLs in their data centers. 
 
                                                 
3 If this attack vector concerns you, then configure your Ethernet switches to put a cap on how many MAC addresses 
can appear on each port -- VLAN segregation is a crude fall-back strategy, to use when your gear doesn't support 
this feature.  
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This is a significant step to take, impacting several aspects of your IT operation.  In general, 
security trades robustness for data protection.  In addition, see 'Operating Costs'. 
 

Dedicated Resources 
Your staff want to be successful (this is good!)  As a result, they will tend to optimize for their 
corner of the world.  Because they cannot see the institution as a whole, these optimizations run 
the risk of detracting from some other aspect of your operation.  My favorite example is the 
Microsoft Network Load Balancing product.  Enabling this product delivers a level of scalability 
to a service (two, or more, servers respond to client requests, distributing the requests amongst 
them in a 'load-balanced' fashion.)  However,  by default, the members of an MS NLB 'pack' 
flood the local Ethernet switches with inbound traffic, turning your expensive Ethernet switches 
into dumb (but still expensive!) hubs, and inflicting their conversations on every other device 
within that Layer 2 domain.  The folks behind this service have thus increased the quality of their 
offering, at the expense of everyone else sharing their subnet.4 
 
Or, to take another example, the team tasked with delivering an application (e-mail, storage, 
frazbot) may well want to increase their chances of success by dedicating infrastructure to their 
application:  dedicated servers, storage, cabinets, UPS, Ethernet switches, VLANs, IP subnets, 
firewalls, etc., to shield themselves from resource depletion, or malfunction, somewhere else in 
the operation. 
 
Similarly, external staff (software publishers, equipment manufacturers, consultants, integrators, 
etc.) will likely behave the same way:  they want to be successful. 
 
However, from your point of view, each of these efforts costs you in terms of upfront dollars, 
ongoing maintenance, and complexity.  If everyone got their private way, you'd have an awful 
lot of tails trying to wag your dog.  In fact, modern IT infrastructure illustrates the opposite 
strategy:  build a single robust foundation and layer all your services on top of it.  So, these days, 
we have VMWare hosts delivering a shared server infrastructure within which 'guest' instances 
live, consolidated/centralized storage (SAN) providing volumes to servers, centralized UPSes 
providing protected power throughout the building, an Ethernet/IP network providing transport 
to end-stations, and so on. 
 
Here are key points. 
 

1. Beware of allowing your vendors, consultants, and department-specific techies to drive 
your architecture.  What is good for Microsoft or IBM, consultant X or consultant Y, the 
e-mail group or the networking group, is not necessarily good for your institution as a 
whole.  [In particular, given that your vendors and consultants have stock holders to 
whom they are beholden, I would argue that what is good for your vendor may very well 
not be good for you.]  Vendors will try -- as they should! -- to shift purchase, design, 
installation, and support costs from their checkbook to yours.  Similarly, your internal 
staff, tasked with this or that responsibility, will try to shift costs and risks from their area 

                                                 
4 The product has a 'multicast' setting which fixes this problem.  
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to other areas.  Someone must own the entire picture and trade-off costs and risks in each 
area against the goals and resources of your company; allowing a vendor or consultant or 
indeed any of your siloized stake holders to do this will not lead to happiness.  A more 
reasonable owner of this process is some sort of technical architect, with fairly high level 
access in your organization. 
 

2. Beware of the term 'requirement'.  Plenty of vendors label some infrastructure choice as a 
'requirement' when in fact their application works fine without it -- I see this term being 
used as a way to manipulate customers into providing dedicated resources.5 

 
3. Occasionally, an application really does require special treatment.  Some applications 

cannot function without Layer 2 connectivity between their components -- all servers 
supporting this application must share a subnet6.  Ideally, you identify this flaw early 
enough in your evaluation process so that you can factor in the increased cost of 
supporting such an application into your selection and purchasing decisions.  Some 
applications have latency requirements which dwarf most applications; if your network 
architecture doesn't support VoIP, you'll be scrambling either to upgrade it or to install 
some parallel.7 

 
4. A good architecture provides sufficiently differentiated services for your needs.  For 

example, 120 & 208 volt power in each cabinet, so that you can accommodate multiple 
types of gear.  If you find yourself assigning dedicated resources to an application, this is 
an indication that your architecture needs revisiting. 

 

PAYING THE PIPER 
There are no free lunches; reality imposes trade-offs.  If you chose path X, then you incurs its 
costs and forgo the benefits (and pains) of path Y.  Getting clear on these trade-offs puts one in 
the position to make a reasoned set of choices. 
 

Security 
Non-profit biomedical research institutes live and die on their reputation.  We want to make the 
front page of the local newspaper for doing something nifty, not for being involved in a scandal. 
 
What is a sufficient level of data privacy, integrity, and security?  Who owns the task of defining 
these levels, propagating the ways to implement them, and auditing the result?  Once you've 
answered these questions, you can make reasoned choices about where to ask your network to 
play a role in security and where to ask it to step out of the way. 

                                                 
5 Again, this is appropriate behavior for a vendor or consultant or even your internal staff who are tasked with a 
siloized project:  they *should* be advocating for making their work successful and scrabbling for as many 
resources as possible.  But you have to decide what resources to allocate where:  see item #1 in this section. 
6 My favorite example of this was a physical security application, managing video cameras, which employed a non-
routable form of XNS for transport.  We built a separate physical network to support this. 
7 Actually, with the success of Skype and VoIP over your cable network connection, running without QoS over the 
Internet, I am becoming skeptical about the VoIP world's claims to needing special treatment. 
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1. If you are managing externally accessible servers without a Pit or DMZ, I recommend 

revisiting this decision:  this is hard to do, and Pits and DMZes exist for a reason. 
 

2. However, your organization may be distributed, such that your user base for some 
applications may be spread across both your network and those of your partners.  How 
well can you harden the host?   And how tightly can you define your user base in terms of 
geography (i.e. IP space), in order to facilitate firewall rules? 

 
3. Where do you place these firewall rules:  on the host or in the network (via additional 

firewalls or router ACLs)?  If you place them on the host, then typically sys admins can 
control them:  this allows them to support the hosted applications more effectively.  If 
you place them in the network, then typically your security people control them:  this 
allows them a broader view into how you are implementing your security policy.  Ditto 
for implementing these controls in the application (assuming your application supports 
such a capability). 

 
4. How granular do you make these rules?  The more granular the rules, the more precisely 

you can define your security policy, but that is backwards thinking:  beware of allowing 
your technical capabilities to drive your security policy.  Rather, define your security 
policy and then invest in the technology to implement it. 
 

5. What process will you use to validate that your firewall rules are doing what you want 
them to do, no more and no less.  I know of no clean way to generalize rule sets back into 
English, in order to compare them to your security policy.  I know of no clean way to run 
them through a test pattern, in order to verify that they are doing what you intended them 
to do.  This is a difficult problem to solve.  And of course, the longer you manage your 
firewall (accumulating dreck), and the more rules you add, the harder this becomes. 

 
In general, the more firewalls and router ACLs you install, the more fragile your environment 
becomes:  the more time you are going to spend 'down'.  See the next section for related 
discussion. 
 

Robustness versus Brittleness 
I propose that you want a network architecture (like any other architecture!) to be as simple as 
possible while still delivering your core requirements.  Simplicity contributes to uptime; 
complexity contributes to downtime.  Every time you add complexity, realize that you are 
increasing the amount of time that your systems will be down.  Make sure that the complexity 
you've chosen delivers some functionality which you really want, such that you are willing to 
pay the price of increased downtime. 
 
Plenty of people (even network geeks!) don’t understand how transport works:  how packets 
flow from clients across networks and into servers.  The more complex your network design, the 
harder to trouble-shoot … and if your staff in general don’t understand transport, the more time 
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your techs will take to fix problems.  In contrast, the better trained and more experienced your 
staff, the more complexity you can adopt. 
 
In some ways, I claim that the most important part of High Availability is the speed with which 
you can fix it when it breaks.  The more complex the design, the slower you will be to fix it. 
 

1. If you can't draw it, you don't understand it.  If you don't understand it, you can't trouble-
shoot it when it breaks. 

 
2. Debugging is twice as hard as writing the code in the first place. Therefore, if you write 

the code as cleverly as possible, you are, by definition, not smart enough to debug it. --
Brian Kernighan  This applies to network design as well as to programming. 

 
3. The more complex the device, the more ways it has of breaking.  In the network world, 

firewalls, load balancers, and intrusion prevention servers lead the way in terms of 
introducing subtle bugs.  Think carefully before inserting these: wherever you put them 
becomes a point of breakage. 
 

4. Keep it simple. 
  

Operating Costs 
Replicating your standard access layer (one Ethernet switch, one VLAN, one subnet) in your 
data center has little impact on your operating costs -- presumably your techs understand how to 
manage the many IDFs you maintain where you deploy that same design:  a data center becomes 
just one more IDF. 
 
Adding a second Ethernet switch makes a data center more complex than a standard IDF, 
increasing your operating costs.  In addition, installing multiple physical networks or dividing 
your existing network into segments using VLANs has similar implications for your operating 
costs.  Inserting internal firewalls or router ACLs between these networks incurs additional 
operating costs. 
 
Here are some considerations. 
 

MANAGING INTERNAL FIREWALLS 
1. Can you accurately categorize your servers into the chunks you have chosen?  The 

answer is that you probably cannot do this to 100% accuracy; are you clear and realistic 
about how far short you have fallen of this goal? 
 

2. Is your institution structured sufficiently tightly to make the rule-sets on those internal 
firewalls manageable?  Do you understand your user communities and end-station 
geography well-enough to define useful rules?  Is your security team sufficiently staffed 
to handle both your edge firewalls and these newly added internal firewalls? 
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TROUBLESHOOTING 
3. Realize that when you migrate from 'one big mosh pit' to 'internal firewalls', that you 

increase the complexity of your internal IT operation.  With the 'one big mosh pit' 
approach, your transport infrastructure delivers all packets (barring malfunction), and so 
IT staff can trouble-shoot by first investigating network malfunction and then focusing on 
end-station behavior.  In an environment chopped up by internal firewalls, IT staff will 
likely want to route the issue through the security people as well as the network people, 
to verify that the internal firewalls are configured correctly and are behaving correctly 
(i.e. not malfunctioning), before focusing on end-station behavior.  Can you rejigger your 
work-flows to do this? 

 
4. Are your operational IT staff (application support, desktop support, sys admin support, 

network support, etc.) sufficiently well-trained that they understand when an internal 
firewall rule could be blocking them and when it couldn't be?  Is your security team 
staffed sufficiently to respond rapidly to trouble-shooting requests (they will become the 
first line of trouble-shooting for numerous classes of events).  How will you 
document/diagram the network design and publish rule-sets, to aid in these trouble-
shooting efforts? 
 

5. Is your IT team sufficiently skilled and integrated to manage the silly routing8 which 
occurs once you've divided your data center into multiple subnets?  Alternatively, do you 
have enough money to architect this problem away?  (Fat uplink pipes.)  Devices on one 
subnet, to talk to devices on another subnet, must traverse the local router -- given 
sufficiently high-bandwidth applications, this will consume your uplink bandwidth twice 
as fast as would a vanilla design. 

 

MOVES/ADDS/CHANGES 
6. How will you handle assigning end-stations to VLANs?  For virtual servers, the VMWare 

(or equivalent) administrator will assign the end-station to a particular VLAN9.  And 
perhaps you will permit the administrators of stand-alone servers to do the same, i.e. 
choose to which VLAN the end-station belongs by using 802.1q negotiation.  However, 
you may decide to hard-code these assignments, using static, per-port configuration at the 
Ethernet switch.  If you hard-code them, then do you have sufficient physical layer 
infrastructure to dedicate punch-down blocks (and switch blades) to each VLAN?  If not, 
then you will want your physical layer people, the folks who perform the cross-connects, 
to be sufficiently trained to manipulate switch configurations (set VLAN assignment by 
port) or else work tightly with someone who is. 
 

                                                 
8 When you divide a room into multiple VLANs, traffic between end-stations in the same room must traverse the 
local router, ascending one layer through your network design and then descending back down the same staircase.  
This is generally not a fatal thing to do, but it can have non-obvious consequences. 
9 Of course, you will have configured the local Ethernet switches and the VMWare hosts to negotiate a suitable set 
of VLANs. 
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POLICIES 
7. If you hard-code VLAN assignment, you will want to review your Change Management 

policy -- will you permit this activity during the business day?  Off-hour?  Only during 
defined maintenance windows?10 
 

8. If you hard-code VLAN assignment, you will want to change the definition of the 
relevant ticket with HelpDesk, to include VLAN membership. 
 

9. If you install firewalls between the chunks of your data center, you will want to review 
your Change Management policy.  If you install router ACLs between the chunks of your 
data center, you will likely want to limit modification of these ACLs to off-hour only.11 

 

WARNING SIGNS 
As I listen to peers describe how they tackle this problem, I notice several themes.  Some folks 
are aware of how difficult these choices are, they offer the pros and cons, explain which course 
they have chosen, and describe the costs they have incurred.  And other folks wax poetic about 
the brilliance of their design, without describing the downsides.  In this section, I list ways I use 
to detect folks sitting in the latter camp. 
 

• If a proposed design reflects some aspect of your department’s current org chart, be alert 
for tribalism overcoming technical sense.  e.g. all Windows servers on one VLAN, all 
Unix servers on another. 

 
• Unless your design has backing from multiple camps (sys admins, network geeks, 

application administrators, storage admins, security types), you may have wide-spread 
misunderstanding not only of the various trade-offs but also of the technical behavior of 
the design:  this will make trouble-shooting harder.  Alternatively, your design may be 
overly complicated. 

 
• If you hear your staff claiming that they have isolated PHI to a particular set of servers, 

be alert for self-deception -- this is a hard problem to solve, and people claiming to have 
solved it may be deluding themselves. 

 
• If your staff enumerate the benefits of a particular design without also enumerating the 

costs, be alert for misunderstanding.  All choices involve pros and cons; if your staff can't 
see one or the other, they may be early in their learning curve on this topic.  Or doing the 
self-deception thing. 
 

• Techies like bells & whistles and blinking lights, for the pure fun of it.  Beware of 
designs which deploy lots of features -- they may be fun for your staff but distracting or 
downright disruptive to your operations. 
 

                                                 
10 The price of fumbling this operation can be the isolation of a production server. 
11 That's a big hammer! 
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• If you employ firewalls anywhere -- at your edge, inside your data center, wherever -- be 
alert for complacency.  Firewalls make networks hard and crunchy on the outside, soft 
and chewy on the inside. -- Anonymous  Generally, when we install firewalls, we 
simultaneously become lax about host and application security on the inside. 
 

• Does your data center design function as component of your overall robustness and 
security architectures?  Or are you looking at a design which bears no relation to what 
you are doing elsewhere in the organization?  If the latter, be alert for spending effort 
barricading your front door ... while leaving your back door unlocked. 

 

SUMMARY 
Data Center design falls out of your overall IT architecture; as such, it is guided by business 
drivers.  Beware of allowing special interest groups to drive your design.  Balancing pros and 
cons, costs and risks takes effort. 


