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OVERVIEW 
The data center infrastructure at FHCRC and the SCCA provides strategies for delivering 

Highly-Available (HA) services.  This document describes techniques for taking advantage of 

this high-availability.  This document does not discuss how to increase performance (by 

leveraging a redundant infrastructure to employ multiple network paths, for example). 

 

Our data centers provide highly-available power, network, and storage using redundant 

techniques:  dual power trains, and dual network paths leading to multiple entries points into 

storage. 

  

Surprisingly, if you do not configure your host to take advantage of these redundant power trains 

and network paths and so forth, you run the risk of configuring your host to be Highly 

Unavailable (HU).  For example, you can quite easily configure your host to go down if either 

the 'a' Ethernet switch or the 'b' Ethernet switch goes down.  This is probably not what you 

intended. 

 

This document is tuned for the FHCRC and SCCA data center designs -- these choices may or 

may not be appropriate for other environments. 

 

When making the changes described here, I recommend choosing an off-hour or even a 

scheduled maintenance window.  I have found that I make errors in performing these steps, with 

the result being that I inadvertently take down the box and interrupt end-user service. 

 

DATA CENTERS 
We have not built ourselves a single large data center -- given our decentralized funding model, 

this would be a difficult task to accomplish.  Instead, we have constructed small data centers 

(perhaps more accurately described as 'server rooms' or even 'server closets') sprinkled across our 

buildings.  All except for the D5 server room provide some flavor of highly-available 

infrastructure. 

 

POWER 

Dual Power Supplies 

Each cabinet in each data center receives dual power feeds, one from a red power train and one 

from a blue power train.  Typically, the PDUs in each cabinet are each identified with a red or a 

blue plaque.  Distribute the power supplies from your gear across these two PDUs.  For example, 

if your server contains two power supplies, plug one power supply into the red PDU and the 

other into the blue PDU.  I recommend tagging both ends of the power cord using red and blue 

colored electrical tape *prior* to installing the cord; doing this makes your life easier when you 

perform quality control on your work (i.e. to verify that you've done the right thing). 

 

Typically, the blue power train is protected via UPS and generator, while the red power train 

goes directly to house power (and from there to Seattle City Light).  However, this configuration 
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varies by location.  For example, in the Yale and the Arnold Building data centers, both blue and 

red power trains are protected.  See the SELU Power Map for details. 

 

Single Power Supply 

If your gear contains a single power supply, then plug it into the green PDU.  Green PDUs are 

actually Automatic Transfer Switches:  they have one input leg plugged into the red power train 

and one input leg plugged into the blue power train, and they switch between the two as needed.  

We install green PDUs into cabinets by request; this is not part of our default install.
1
 

 

Some folks prefer to plug single power supply devices straight into the UPS-backed power train, 

bypassing the extra complexity of the green PDU (ATS).  I do not recommend this:  UPSes can 

fail, and when they do, your device will go down hard.  However, without statistics on the failure 

rate of these cabinet-level ATS versus the failure rate of the large UPSes, this is a judgment call 

-- reasonable minds may differ. 

 

Gotchas 

The most common error I see involves techies plugging both power cords into the same power 

train.  Even with tight cable management, detecting this error through visual inspection is 

difficult; with chaotic cable management, it is close to impossible. Tagging each end of each 

power cord with colored tape (do this before you install the power cord!) can mitigate, though 

not solve, this problem. 

 

Here are the top three errors I've seen: 

1. We plug both power cords into the same power train (either the blue train or the red train) 

2. One of the cords looks like it is plugged in, but it isn't (push harder) 

3. One of the power supplies has died and your monitoring systems hasn't detected this 

(possibly because you aren't monitoring power supplies) 

 

 

NETWORK 

Dual, Independent Ethernet Switches 

Our data centers are typically equipped with dual Ethernet switches:  an 'a' switch and a 'b' 

switch, linked together via an ISL (a pair of 1GigE or 10GigE links EtherChanneled together 

using LACP).  We divide the patch panels in the top of each cabinet into an 'a' side (typically the 

left-hand twelve ports, colored red) and a 'b' side (the right-hand twelve ports, colored blue)
2
.  

When you request a jack activation, specify that the device in question has dual NICs; we will 

then ensure that one jack gets punched down to the 'a' switch and that the other jack gets punched 

down to the 'b' switch. 

                                                 
1 These puppies cost ~$500. 
2 In the Arnold Building data centers, the 'a' or red switch is fed off the top twelve ports, while the 'b' or blue switch 

is fed off the bottom twelve ports. 
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There exist various strategies for configuring HA NICs.  The simplest approach involves 

watching for Ethernet link and assuming that if link is 'up' (green), then that NIC has a viable 

path to the rest of the network.  You can test this scheme by yanking the Ethernet cables feeding 

your NICs or by administratively disabling the Ethernet switch ports feeding your NICs. 

 

Lights are On; No One is Home 

Simplicity has a lot to recommend it, and if you're willing to live with the vulnerabilities of this 

approach, your configuration will definitely be simple.  However, the vulnerabilities of this 

approach are substantial:  Ethernet can fail in such a way that link remains 'up' but the path to the 

rest of the network is no longer viable.  For example, if the management brains in an Ethernet 

switch fry, then link often remains up on all ports ... but the switch dumps into the bit bucket 

whatever frames your host transmits.  A switch which is rebooting emulates this condition pretty 

well, for some number of minutes:  while it performs POST, it raises link on its ports but isn't 

forwarding frames.  Alternatively, a switch admin can fat-finger a VLAN assignment, effectively 

isolating one of your NICs.   At the physical layer, cables, NICs, and Ethernet switch ports can 

go partially bad, such that link remains up (mostly) but traffic isn't reliably crossing the path. 

 

To protect against these conditions, one wants a strategy in which the NICs probe the network 

periodically (e.g. every second), to determine whether or not they retain a viable path. 

 

Different vendors offer different schemes:  some call these probes 'Hellos', others 'probes', others 

'beacons', still others 'ARPs'.  Vendors use different terms to talk about these schemes. 

 

Vendor Term 

  

Broadcom LiveLink 

Intel TEAM 

Linux bonding 

NetApp Fault Detection 

Solaris multipathing 

 

 

All the forms of HA NIC configurations which I have examined can handle the situation in 

which a NIC fries, a cable is unplugged, or a switch fails hard (goes dark):  in other words, all 

HA configurations I have examined detect loss of link and react appropriately. 

 

If you do not configure your NICs to employ some form of more advanced fault detection, then 

your NICs will not correctly detect these types of failures, and your server will be isolated from 

the network until the original installation is restored. 

 

Gotchas 

The most common errors I see: 
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1. Both NICs are plugged into the same Ethernet switch.  [Just because you've plugged one 

NIC in the 'blue' side of the patch panel and one NIC into the 'red' side doesn't mean that 

those patch panel ports are plugged into the 'blue' and 'red' Ethernet switches.] 

2. One NIC isn't actually plugged into any Ethernet switch (it may be plugged into a patch 

panel, but the patch panel port hasn't been cross-connected to a switch) 

3. Misconfigured HA scheme 

 

Reference 

[Thanks to Dell and Fujitsu for producing and hosting the documentation describing how the 

Broadcom and Intel schemes work.] 

 

BROADCOM LIVELINK 

http://support.dell.com/support/edocs/network/P29352/English/teamsvcs.htm 

http://support.dell.com/support/edocs/network/P29352/English/teaming.htm 

http://support.dell.com/support/edocs/network/P29352/English/bacs.htm#configuring_livelink 

http://manuals.fujitsu-

siemens.com/serverbooks/content/manuals/html/broadcom/netxtreme_57xx/teamsvcs.htm#wp38

8691 

 

Under LiveLink, you assign an IP address to each NIC, in addition to the virtual IP address 

shared by the team.  Then, you configure each NIC to 'probe', via the use of ARPs, one or more 

target addresses, on the same subnet as your host.  The BASP driver uses the result of these 

probes (whether or not it hears responses) to determine whether to deactivate (or reactivate) a 

NIC.  

 

Bottom line:  LiveLink hardens you against all the failure modes I've encountered.  But it 

consumes IP addresses (three IP addresses per dual NIC box). 

 

INTEL TEAM 

http://support.dell.com/support/edocs/network/9195p/en/Intel_nic_teaming_10.pdf 

http://www.intel.com/network/connectivity/resources/doc_library/white_papers/254031.pdf 

 

Under Intel's scheme, you assign an IP address to the TEAM, but not to each NIC.  The TEAM 

software considers four parameters when determining whether or not to deactivate a NIC: 

1. Hardware status 

2. Link status 

3. Probe results 

4. Packet receive buffers 

 

Hardware status Onboard diagnostics report failure 

Under Adapter Fault Tolerance, the mode I recommend, te driver will remove the primary NIC 

from the team if the driver fails to initialize the NIC. 

 

http://support.dell.com/support/edocs/network/9195p/en/Intel_nic_teaming_10.pdf
http://www.intel.com/network/connectivity/resources/doc_library/white_papers/254031.pdf
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Link status Link goes down. 

If link goes down, the driver will remove the NIC from the team. 

 

Probe results A quorum of NICs report that they cannot hear the probes 

If a two of your three NICs report that they cannot hear the probes from the third NIC, then the 

driver will remove that third NIC from the team (for a caveat, see the fourth condition).  Notice 

that if you have two NICs, you never have a quorum, and the driver will ignore the probes.
3
 

 

Packet receive buffers The packet receive buffer quits incrementing 

If a NIC isn't receiving probes, then the driver checks the packet receive buffer.  If this buffer is 

holding steady (i.e. it isn't incrementing ... as it should if it is receiving the usual broadcast traffic 

bouncing around the average network), then the driver will remove the NIC from the team. 

 

Bottom line:  the Intel scheme does not harden you against the switch admin fat-fingering a 

VLAN assignment.  But it handles all the other ones just fine. 

 

LINUX BONDING 

http://www.kernel.org/doc/Documentation/networking/bonding.txt   

 

I recommend the 'ARP interval' method of Link Monitoring; this approach essentially mimics 

Broadcom's approach, except that you don't assign IP addresses to each individual NIC. 

 

The Linux folks win my admiration here -- they have delivered the simplest and most robust HA 

NIC solution I've encountered to date.  Plus, their documentation does a good job of explaining 

the issues generically, along with the pros and cons of various solutions. 

 

NETWORK APPLIANCE 

How VIFs work 

http://now.netapp.com/NOW/knowledge/docs/ontap/rel732/pdfs/ontap/nag.pdf 

http://communities.netapp.com/blogs/ethernetstorageguy/2009/04/04/multimode-vif-survival-

guide 

 

 

Clustering Ethernet switches 

I don't have any experience with this -- instead, we deploy pairs of independent switches in our 

data centers -- but from where I stand, this sounds like a way to provide "non-stop" Ethernet, 

quite interesting. 

http://communities.netapp.com/blogs/ethernetstorageguy/2009/09/23/virtual-port-channels-vpc-

cross-stack-etherchannels-multichassis-etherchannels-mec--what-does-it-all-mean-and-can-my-

netapp-controller-use-them 

 

                                                 
3 Thinking through this, I believe the probe feature is useful if you have five NICs (or any odd number of NICs 

greater than four); otherwise, you won't have a quorum if an entire Ethernet switch steps into the Lights are on; no 

one is home condition.  If you disagree with me, drop me a note -- I haven't actually tested this. 

http://www.kernel.org/doc/Documentation/networking/bonding.txt
http://now.netapp.com/NOW/knowledge/docs/ontap/rel732/pdfs/ontap/nag.pdf
http://communities.netapp.com/blogs/ethernetstorageguy/2009/04/04/multimode-vif-survival-guide
http://communities.netapp.com/blogs/ethernetstorageguy/2009/04/04/multimode-vif-survival-guide
http://communities.netapp.com/blogs/ethernetstorageguy/2009/09/23/virtual-port-channels-vpc-cross-stack-etherchannels-multichassis-etherchannels-mec--what-does-it-all-mean-and-can-my-netapp-controller-use-them
http://communities.netapp.com/blogs/ethernetstorageguy/2009/09/23/virtual-port-channels-vpc-cross-stack-etherchannels-multichassis-etherchannels-mec--what-does-it-all-mean-and-can-my-netapp-controller-use-them
http://communities.netapp.com/blogs/ethernetstorageguy/2009/09/23/virtual-port-channels-vpc-cross-stack-etherchannels-multichassis-etherchannels-mec--what-does-it-all-mean-and-can-my-netapp-controller-use-them
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From poking through documentation and sniffing on our filers, I believe that at some point in the 

past, the ONTAP designers intended to employ an ARP-based probe mechanism for detecting 

network faults.  Each of the NICs in each of our filers emit an ARP for the svif to which they 

belong, every five seconds.  This scheme, if combined with an odd number of NICs and/or the 

packet receive buffer technique which Intel employs, would produce a robust fault detection 

mechanism.  However, under the versions of ONTAP which we deploy, it doesn't work:  the 

Lights are on; no one is home situation isolates filers configured this way. 

 

NetApp's official recommendation for HA networking involves the use of 802.3ad, aka LACP.  

When configured in 'active' mode (NetApp calls this 'dynamic' mode), LACP partners employ a 

hello mechanism (typically every second) to communicate status and to reassure their partner 

that in fact, the lights are on and someone is home.  This is an Ethernet layer fault detection 

mechanism, not an IP layer mechanism (most of the other schemes described here are IP layer 

mechanisms).  Thus, this approach doesn't protect you against the fat-fingering switch admin 

assigning your Ethernet ports to the wrong VLAN.  But it does protect against the other versions 

of Lights are on; no one is home.  And I suspect that it shines when combined with Clustered 

Ethernet Switches. 

 

I'm not fond of entangling host configurations with switch configurations -- the extra 

interdependence means extra complexity, complexity is the enemy of uptime, and uptime is why 

we're walking this HA path in the first place.  But we like our NetApps for all sorts of other 

reasons, so we'll live with their approach.  And perhaps buy into Clustered Ethernet Switches 

someday. 

 

All 

For all devices at the Center, I recommend enabling Ethernet Auto-Negotiation (802.3u for 

10/100 NICs and 802.3ab for Gigabit NICs) along with Ethernet Flow Control, aka „PAUSE‟ 

(both Send and Receive, aka Generate and Respond).  Do not enable jumbo frame support.
4
 

Most NICs ship with defaults that match the recommendations above. 

 

                                                 
4
 Our switches are not configured to support Jumbo Frames; if you enable Jumbo Frames on your end-station, you 

will not enjoy the results. 
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Auto-Negotiation 

 
 

If your gear does not correctly auto-negotiate with the local Ethernet switch, then hard-code your 

NIC to 10/half or 100/half -- do NOT hard-code it to 10/full or 100/full:  the intermittent 

performance degradation you will experience will be painful.  Realize that the act of hard-coding 

a NIC implies disables 802.3u negotiation.  This approach works fine and will affect 

performance only trivially.
5
 

 

However, if you disable 802.3ab auto-negotiation on a gigabit NIC, then link will not come up.  

To date, I have not imagined a scenario in which this would be desirable. 

 

                                                 
5 I have anecdotal evidence which suggests that DEC Alphas don't function well unless both the Alpha and the 

switch are hard-coded to 100/full. 
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Flow Control 

 
 

or sometimes you‟ll see the following instead: 
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Select Performance Options, then click Properties. 

 
Select Flow Control and choose the Value “Generate & Respond”. 
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Jumbo Frames 

 
 

Disable Jumbo Frames. 

 

Windows/Intel NICs 

Intel describes the theory behind their schemes:  

http://support.dell.com/support/edocs/network/9195p/en/Intel_nic_teaming_10.pdf 

 

Device Manager 

http://support.dell.com/support/edocs/network/9195p/en/Intel_nic_teaming_10.pdf
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TEAM 

Double-click on “TEAM: Example TEAM”. 

 

 
 

 

Mode 

Click the Settings Tab. 
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I recommend Adapter Fault Tolerance. 

 

Adaptive Load Balancing sounds attractive and works in most situations; but myself, I avoid it, 

on account of the added complexity.
6
 

 

I haven‟t experimented with Switch Fault Tolerance.  The documentation suggests that this 

approach relies solely on link, which would not handle the more subtle failure modes. 

 

I recommend against Static Link Aggregation and IEEE 802.3ad Dynamic Link Aggregation. 

These approaches require custom configuration on the switch side -- intertwining the success of 

your HA scheme with configuration on the switch feels like unnecessary complexity to me.  

                                                 
6 ALB  brings with it the following flaws.  First, during fail-over, it relies on gratuitous ARPs to notify local stations 

that the MAC address <-> IP address mapping has changed … some folks consider an operating system‟s 

willingness to accept gratuitous ARPs a security vulnerability; as a result, not all operating systems will listen to 

them.  As of this writing, I have verified that Windows XP and SuSE 9.2 accept gratuitous ARPs, while Mac OS X 

does not.  I have not yet tested Solaris or Cisco.  I know of no fix for this.  Second, it makes trouble-shooting some 

problems difficult, because end-user traffic traverses both NICs.  The fix for this is to disable one NIC and then to 

analyze port counters or insert a sniffer on the remaining NIC.  Trouble-shooting complex problems can require 

days or weeks; myself, I don‟t like the idea of running a server without redundant NICs for that kind of time.  Ergo 

my recommendation to use Adapter Fault Tolerance. 
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Activation Delay 

Click on the Advanced Tab. 

 
 

Change Activation Delay to 100. 

 

This parameter becomes involved after the primary NIC has lost link, been removed from the 

TEAM, and now sees link again.  Normally, the TEAMing software would re-admit the primary 

NIC to the TEAM immediately upon seeing a return of link.  However, with Activation Delay set 

to a non-zero value, when the primary NIC sees link again, the TEAMing software will wait … 

in this case, 100 seconds … before re-joining the primary NIC to the TEAM. 

 

Pausing in this way protects the TEAM against some failure scenarios, in which the Ethernet port 

to which the primary NIC is attached is oscillating between being functional and being broken.  

Without Activation Delay, the role of primary and secondary within a TEAM can oscillate 

rapidly too, leading to intermittent packet loss.  With Activation Delay, the NIC experiencing 

oscillating connectivity will never resume its primary status (assuming the oscillation frequency 

remains below the number specified in Activation Delay … 100 seconds, in this case). 

 

The Intel driver has a fail-safe clause in it, such that if the secondary NIC loses link while the 

primary NIC is still sitting in “Activation Delay”, the driver aborts the Activation Delay and 

starts employing the primary NIC again. This is a good idea.  It is not configurable. 
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Probe 

 
Choose Enabled. 

 

This parameter tells the TEAMing software to employ the results of Probes (broadcast or 

multicast hello packets) in addition to link when determining which NICs to consider active 

members of a TEAM.  These Probe packets are broadcast or multicast packets which each 

member of the TEAM emits … the local Ethernet switches flood these packets to all ports … and 

therefore, under normal operation, each TEAM member receives the Probe packet from its 

fellow TEAMmates. 

 

In theory, enabling this feature protects the TEAM against Lights are on; no one is home, i.e. 

situations in which the Ethernet switch is sending link pulse but is not forwarding packets.  

Consider the case of a rebooting Ethernet switch feeding the primary NIC.  When the switch 

goes down, the primary NIC will see link go away, the TEAMing software will remove the 

primary NIC from the TEAM, and the secondary NIC will jump into action.  After a few 

seconds, the Ethernet switch will resume sending link to the primary NIC … but it will still be 

booting, so it will not forward packets.  The primary NIC will see link … and will start sending 

its Probe packets … but the secondary NIC will not receive those Probe packets, because the 

Ethernet switch is still non-functional.  So the TEAMing software will *not* re-admit the 

primary NIC to the TEAM.  That's the theory. 
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If you think about this a little more, though, you'll realize that if you employ two NICs, the driver 

has a quorum problem:  neither NIC can receive probes from the other.  In fact, if you employ 

three NICs, and two of the NICs are plugged into the switch which has gone belly up, you still 

have this problem.  Only if you employ five NICs -- three on one switch and two on the other -- 

can you achieve a quorum.  So, this probing feature is only relevant if you deploy an odd number 

of NICs; in the even numbered case, the driver ignores the results of probing. 

 

The downside of enabling this feature is that each TEAM member will emit a broadcast (or 

multicast) packet every second … and the local Ethernet switches, per the IEEE 802.3 

specification, will flood these packets to all ports.  In my opinion, this cost in bandwidth is 

trivial, even at 10Mb port speeds, and certainly at 100Mb or 1000Mb speeds.  In addition, the 

NICs in all the hosts in this broadcast generate interrupts every time they receive a broadcast 

probe.  (But you TEAMs are not emitting broadcast probes, are they?  They are emitting 

multicast probes, per the instructions below, right?  Because you are respectful of your 

neighbors, you've configured your TEAM to employ multicast probes, right?  Hint, hint ...)  Still, 

with the absurd capacities of modern CPUs, this additional burden probably doesn't matter, 

either. 

 

Instead, when you choose Adapter Fault Tolerance, you're relying on Intel's strategy of 

consulting Packet Receive buffers whenever the probes aren't getting through -- at that point, if 

the Packet Receive buffer on a NIC isn't incrementing, then the driver removes it from the 

TEAM. 

 

So, it all works.  Even though the probes aren't buying us as much as I would like, given the 

typical dual NIC configuration we deploy. 
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Multicast Probes 

 
Chose Multicast Probes. 

 

Per the IEEE 802.3 specification, Ethernet switches must flood both broadcast and multicast 

packets to all ports, so changing this parameter has no effect on traffic levels within this 

broadcast domain. All stations receive the Probe packets, whether they belong to that TEAM or 

not. However, NICs efficiently throw away multicast packets which are not intended for their 

upper layers, without generating a CPU interrupt.  Conversely, NIC drivers cannot throw away 

broadcast frames. Instead, they must forward such a packet to an upper layer for analysis, 

generating a CPU interrupt as a result. Therefore, I consider emitting multicast packets to be 

more “polite” than emitting broadcast packets, and I recommend configuring your TEAM for 

multicast. 

 

Windows/BASP NICs 

First off, make sure that you have upgraded to the latest Broadcom drivers -- older versions had a 

noxious bug which caused them to launch ARP Poisoning attacks on neighbors; see 

http://www.skendric.com/packet for an outline of this behavior.  In our environment, version 

4.6.110 appears to have fixed this problem.  In addition, we've encountered TOE checksum 

errors in BASP drivers -- I recommend disabling this function, unless you're absolutely sure that 

you have a fixed version loaded. 
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The 'Smart Load Balancing' option is sophisticated and goes farther toward 'load-balancing' than 

does any other scheme I've seen.
7
  Broadcom calls their 'probe' or 'hello' capability LiveLink. 

 

Here are screen shots illustrating one way to configure Broadcom NICs in a highly-available 

fashion. 

 

High-Level View of a BASP Team 

 
 

 

                                                 
7 This is not a compliment:  I mistrust complexity, particularly when I'm trying to make something highly-available. 
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Detailed View of TEAM Type Selection 

 
I recommend "SLB (Auto-Fallback Disable)", as being the simplest mode:  this is an 

active/standby configuration. 
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Detailed View of Primary NIC 
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Disable/Enable TOE et al 

 
In this screen shot, you can see that we've disabled TOE and LSO.  In theory, TOE and LSO are 

great.  In practice, we find that some Broadcom drivers contain bugs in their ability to calculate 

IP and/or TCP checksums, resulting in the card sending bad frames (well, the frames are fine, but 

the checksums are wrong, so the receiving NIC will discard them).  Your mileage may vary. 
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Detailed View of Secondary NIC 
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Detailed View of TEAM Configuration 

 
Broadcom calls their probe capability LiveLink.  See that box which says 'False', in line with 

'Enable LiveLink'?  Click it, and you'll see something like the following: 
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LiveLink Configuration 

 
Notice the use of two Probe Targets:  the address of the local default router and the address of 

one of the local switches. 

 

Notice also how I've assigned both NICs their own unique IP addresses (140.107.152.187 and 

140.107.152.188), in addition to the TEAM IP address of 140.107.152.42.  This is a lot of work 
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in order to get high-availability, but this is the kind of work you have to do in order to persuade 

BASP configurations to survive more complex failure scenarios.
8
 

 

Linux 

INTEL IANS 

Intel ships their TEAMing software for Linux.  However, it has been years since I've seen a box 

configured to use this; as far as I can tell, all of us at the Center employ Linux bonding instead.  

However, for the sake of completeness, I include an ians.conf file here. 

 
junoite:/etc/ians> cat ians.conf 
TEAM    v1 
        TEAMING_MODE    AFT 
        VLAN_MODE       off 
        PROBE_ENABLE    enabled 
        MEMBER  eth0 
                PRIORITY        primary 
        MEMBER  eth1 
                PRIORITY        secondary 
        VADAPTER        v1 
junoite:/etc/ians> 
 

BONDING W/ARPS 

This section uses the bonding feature in Linux to create a pair of Ethernet NICs which can 

survive a range of failure scenarios.  See Linux Ethernet Bonding Driver HOWTO: 

http://www.kernel.org/doc/Documentation/networking/bonding.txt for the latest word on Linux 

bonding.  [An excellent job of discussing the relevant issues from a broad perspective, as well as 

describing in detail the choices one faces when implementing this particular feature.] 

 

Bonding has gone through many versions, supporting a range of syntax, improving as it goes.  I 

have only tested a few versions and a few variants on the syntax, see below for details. 

 

Bonding supports many features for many topologies and purposes.  In this document, I only 

address high-availability within the dual-switch design which we employ in most server rooms at 

the Center. 

 

General Notes 

Replace IPADDR=„192.168.74.59‟ with the IP address of your server.  Edit BROADCAST 

suitably (remember, we use /23 subnets at the Center, so just replacing your server‟s node 

number with „255‟ isn‟t necessarily going to give you the correct broadcast address for your 

subnet).  And replace „192.168.74‟ in BONDING_MODULE_OPTS (or BONDING_OPTS) 

with the appropriate subnet address.  The node numbers of .2 and .3 are universally valid on 

Center IT maintained subnets; they are the unique addresses of the 'a' and 'b' routers, 

                                                 
8 Without LiveLink, BASP configurations can handle the loss of a NIC, cable, or switch port, but not Lights are on; 

no one is home. 

http://www.kernel.org/doc/Documentation/networking/bonding.txt
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respectively.  Realize that the 'BONDING_MODULE_OPTS' line is a long line ... wrapped in 

the text above, but in your ifcfg-bond0 file, this line should *not* wrap. 

 

For example 

 
IPADDR = 10.10.10.150 
NETMASK=255.255.254.0 
NETWORK=10.10.10.0 
BROADCAST=10.10.11.255 
BONDING_OPTS='mode=active-backup arp_interval=1000 arp_validate=all 
arp_ip_target=+10.10.10.2 arp_ip_target=+10.10.10.3 primary=eth0' 
 
IPADDR = 192.168.11.202 
NETMASK=255.255.254.0 
NETWORK=192.168.10.0 
BROADCAST=192.168.11.255 
BONDING_OPTS='mode=active-backup arp_interval=1000 arp_validate=all 
arp_ip_target=+192.168.11.2 arp_ip_target=+192.168.11.3 primary=eth0' 

 

 

Identify Version 

Determine the version of bonding you are running. 
guru> cat /sys/module/bonding/version 
3.1.2 
guru>  

 

Version 3.4.0 
guru> cat /etc/sysconfig/network-scripts/ifcfg-bond0 
 
DEVICE=bond0 
BOOTPROTO=none 
ONBOOT=yes 
USERCTL=no 
IPADDR=192.168.74.55 
NETMASK=255.255.254.0 
NETWORK=192.168.74.0 
BROADCAST=192.178.75.255 
BONDING_OPTS='mode=active-backup arp_interval=1000 arp_validate=all 
arp_ip_target=+192.168.74.2 arp_ip_target=+192.168.74.3 primary=eth0' 

 
guru> cat /etc/sysconfig/network-scripts/ifcfg-eth0 
# Intel Corporation 80003ES2LAN Gigabit Ethernet Controller (Copper) 
DEVICE=eth0 
USERCTL=no 
ONBOOT=yes 
MASTER=bond0 
SLAVE=yes 
BOOTPROTO=none 
HWADDR=00:30:48:32:76:24 
 
guru> cat /etc/sysconfig/network-scripts/ifcfg-eth1 
# Intel Corporation 80003ES2LAN Gigabit Ethernet Controller (Copper) 
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DEVICE=eth1 
USERCTL=no 
ONBOOT=yes 
MASTER=bond0 
SLAVE=yes 
BOOTPROTO=none 
HWADDR=00:30:48:32:76:25 
 

[Naturally, your HWADDR lines will contain different values than these.] 

 

Version 3.1.2 
guru> cat /etc/sysconfig/network-scripts/ifcfg-bond0 
 
DEVICE=bond0 
BOOTPROTO=none 
ONBOOT=yes 
BROADCAST=192.168.75.255 
IPADDR=192.168.74.59 
NETMASK=255.255.254.0 
NETWORK=192.168.74.0 
BONDING_MASTER=yes 
BONDING_MODULE_OPTS='mode=active-backup arp_interval=1000 
arp_ip_target=192.168.74.2,192.168.74.3 primary=eth0' 
BONDING_SLAVE0=eth0 
BONDING_SLAVE1=eth1 

 
Replace IPADDR=„192.168.74.59‟ with the IP address of your server.  Edit BROADCAST 

suitably (remember, we use /23 subnets at the Center, so just replacing your server‟s node 

number with „255‟ isn‟t necessarily going to give you the correct broadcast address for your 

subnet).  And replace „192.168.74‟ in BONDING_MODULE_OPTS with the appropriate subnet 

address.  [The node numbers of .2 and .3 are universally valid on Center IT maintained subnets.]  

Realize that the 'BONDING_MODULE_OPTS' line is a long line ... wrapped in the text above, 

but in your ifcfg-bond0 file, this line should *not* wrap. 

 

For ifcfg-eth0 and ifcfg-eth1, do the following: 

 
guru> cat /etc/sysconfig/network-scripts/ifcfg-eth0 
# Intel Corporation 80003ES2LAN Gigabit Ethernet Controller (Copper) 
DEVICE=eth0 
USERCTL=no 
ONBOOT=yes 
MASTER=bond0 
SLAVE=yes 
BOOTPROTO=none 
HWADDR=00:30:48:32:76:24 
 
guru> cat /etc/sysconfig/network-scripts/ifcfg-eth1 
# Intel Corporation 80003ES2LAN Gigabit Ethernet Controller (Copper) 
DEVICE=eth1 
USERCTL=no 
ONBOOT=yes 
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MASTER=bond0 
SLAVE=yes 
BOOTPROTO=none 
HWADDR=00:30:48:32:76:25 

 
 

Version 3.0.3 

Earlier versions of 'bonding' did not support configuring everything in 'ifcfg-bond0'; instead, they 

split the configuration between /etc/modprobe.conf.local and ifcfg-bond0. 

 
guru> cat /etc/sysconfig/network-scripts/ifcfg-bond0 
 
DEVICE=bond0 
BOOTPROTO=static 
STARTMODE=onboot 
BROADCAST=192.168.75.255 
IPADDR=192.168.74.59 
NETMASK=255.255.254.0 
NETWORK=192.168.74.0 
BONDING_MASTER=yes 
BONDING_SLAVE0=eth0 
BONDING_SLAVE1=eth1 

 

 
guru> cat /etc/modprobe.conf.local 
 
alias bond0 bonding 
options bonding arp_interval=1000 arp_ip_target=192.168.74.2,192.168.74.3  
mode=active-backup primary=eth1 

 

I have been unsuccessful at dynamically unloading and reloading the bonding kernel module 

under OpenSuSE 10.2.  So I recommend rebooting in order to load this configuration. 

 

Restart Networking 

Restart networking to try your new config. 

 
guru# /etc/init.d/network restart 

 

 

Verify 

/Proc 

 
guru> cat /proc/net/bonding/bond0 

Ethernet Channel Bonding Driver: v3.4.0 (October 7, 2008) 
 
Bonding Mode: fault-tolerance (active-backup) 
Primary Slave: eth1 
Currently Active Slave: eth1 
MII Status: up 
MII Polling Interval (ms): 0 
Up Delay (ms): 0 
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Down Delay (ms): 0 
ARP Polling Interval (ms): 1000 
ARP IP target/s (n.n.n.n form): 192.168.74.2, 192.168.74.3 
 
Slave Interface: eth0 
MII Status: up 
Link Failure Count: 2 
Permanent HW addr: 00:30:48:32:76:24 
 
Slave Interface: eth1 
MII Status: up 
Link Failure Count: 2 
Permanent HW addr: 00:30:48:32:76:25 
[root@tiki ~]# 
 

 

In this example, jurbanite is employing MIIMON monitoring, not ARP monitoring -- something 

is munged in the /etc/sysconfig/network-script files. 

 
jurbanite> cat /proc/net/bonding/bond0 

Ethernet Channel Bonding Driver: v3.1.2 (January 20, 2007) 

 

Bonding Mode: fault-tolerance (active-backup) 

Primary Slave: None 

Currently Active Slave: eth1 

MII Status: up 

MII Polling Interval (ms): 80 

Up Delay (ms): 0 

Down Delay (ms): 0 

 

Slave Interface: eth0 

MII Status: up 

Link Failure Count: 4 

Permanent HW addr: 00:02:b3:d9:b3:dc 

 

Slave Interface: eth1 

MII Status: up 

Link Failure Count: 4 

Permanent HW addr: 00:02:b3:d9:b5:24 

jurbanite> 

 

tcpdump 

I have verified the appropriate behavior under Bonding 3.0.3, 3.1.2, and 3.4.0. 

 

Open two windows to your box and run tcpdump in both. 

 
guru# tcpdump -i eth0 arp 

[...] 

guru# tcpdump -i eth1 arp 

[...] 
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In each trace, you should see two ARPs per second emanating from the eth0 MAC address, one 

ARP for the .2 address and the other for the .3 address.  You should see nothing emanating from 

the eth1 MAC address. 

 

On a busy subnet, that output can be overwhelming.  Below, I illustrate the use of a filter to 

capture only frames sourced by your NICs (I'm using the MAC addresses of my NICs here; you 

will want to your use your MAC addresses).  The tcpdump and tshark syntax are identical. 

 
guru# tcpdump -i eth0 'ip host 192.168.74.55 and arp' 

[...] 

guru# tcpdump -i eth1 'ip host 192.168.74.55 and arp' 

[...] 

 

In this case, you would see eth1 emitting ARPs to .2 and .3 every second ... and nothing in the 

eth0 trace.  If you keep these running while you performing testing, you'll see the ARPs move 

from eth1 to eth0, when eth0 goes active. 

 

Notes 

 The following are useful in identifying Ethernet NIC parameters: 
 lspci 

 ethtool eth 

 ethtool -i ethX 

 ethtool -k ethX 

 ethtool -S ethX 

 

References 

SuSE 9 Reference 

http://support.novell.com/techcenter/sdb/en/2004/09/tami_sles9_bonding_setup.html 

 

SuSE 10 Reference 

http://www.novell.com/support/search.do?cmd=displayKC&docType=kc&externalId=3929220

&sliceId=SAL_Public&dialogID=34175805&stateId=0%200%2034183537 

 

http://www.novell.com/coolsolutions/feature/17605.html 

 

Use Google to translate into English 

http://es.opensuse.org/index.php?title=Bonding&redirect=no 

 

http://209.85.171.104/translate_c?hl=en&sl=es&u=http://es.opensuse.org/Bonding&prev=/searc

h%3Fq%3Dbonding%2Barp%2Bsite:opensuse.org%26hl%3Den%26lr%3D%26as_qdr%3Dall&

usg=ALkJrhg0en-kMPRtuOo58FH9tvGdmXUD5w 

 

BONDING W/MIIMON 

Some Ethernet drivers don‟t support ARP to test for link integrity, because they don't keep track 

of the last time the NIC received a packet.  To determine whether or not your box supports 

ARPing, look for the use of "last_rx" and "trans_start" in your kernel source code.  Here is an 

http://209.85.171.104/translate_c?hl=en&sl=es&u=http://es.opensuse.org/Bonding&prev=/search%3Fq%3Dbonding%2Barp%2Bsite:opensuse.org%26hl%3Den%26lr%3D%26as_qdr%3Dall&usg=ALkJrhg0en-kMPRtuOo58FH9tvGdmXUD5w
http://209.85.171.104/translate_c?hl=en&sl=es&u=http://es.opensuse.org/Bonding&prev=/search%3Fq%3Dbonding%2Barp%2Bsite:opensuse.org%26hl%3Den%26lr%3D%26as_qdr%3Dall&usg=ALkJrhg0en-kMPRtuOo58FH9tvGdmXUD5w
http://209.85.171.104/translate_c?hl=en&sl=es&u=http://es.opensuse.org/Bonding&prev=/search%3Fq%3Dbonding%2Barp%2Bsite:opensuse.org%26hl%3Den%26lr%3D%26as_qdr%3Dall&usg=ALkJrhg0en-kMPRtuOo58FH9tvGdmXUD5w
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example of doing this on a CentOS box, in a situation where the relevant Ethernet driver does, in 

fact, support the needed parameters. 

 
jurbanite> pwd 
/usr/src/kernels 
jurbanite> grep -r last_rx * 
[...] 
kernels/2.6.18-53.1.13.el5-i686/include/linux/if_vlan.h:        skb->dev->last_rx = jiffies; 
jurbanite> grep -r trans_start * 
[...] 
kernels/2.6.18-53.el5-i686/include/linux/netdevice.h:   unsigned long          trans_start;     
/* Time (in jiffies) of last Tx */ 
jurbanite> 

 

On SuSE boxes, you can jump to via-rhine.c (typically located in /usr/src/linux-2.6.18.8-

0.9/drivers/net) and look there for last_rx and trans_start. 

 

If your Ethernet driver does not support last_rx and trans_start, then employ the miimon 

approach.  This is much less reliable than the ARPing method because it does not handle Lights 

are on; no one is home. 

 
BONDING_MODULE_OPTS='miimon=100 mode=active-backup downdelay=0 updelay=100000 
primary=eth0’ 
 

If you use miimon, try rebooting your server and verifying that all network services start 

appropriately.  If they don‟t, reduce „updelay‟ gradually until you find a setting which allows for 

a reboot.  Each reduction in „updelay‟ value makes this approach less reliable.  Alternatively, try 

fiddling with the RUN_POLL_TCPIP parameter (see /etc/sysconfig/network{ing}/ifcfg-template 

for discussion). 

 

Network Appliance 

[Thanks to Alexy Borzenkov of Fujitsu, Trey Layton of Network Appliance, Robert McDermott 

of FHCRC, and Sean Kliger of FHCRC for their assistance in helping me to understand how all 

this works.] 

 

ONTAP automagically configures NICs on the same IP subnets to exchange Hellos, as a way of 

verifying connectivity (ONTAP uses ARPs for 0.0.0.0 … an address that no station would ever 

legitimately occupy. 

 

Here, we see a clustered pair of NetApps, in which each NetApp emits an ARP for 0.0.0.0 every 

~six seconds, offset from each other by ~3 seconds.
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In theory, this allows ONTAP to assess the viability of each NIC and its path through the 

network to partners located on the same NetApp head or on associated clustered heads.  In 

practice, this HA scheme didn‟t work when we tried it under early versions of ONTAP 7.2.x. 

 

So, we‟ve fallen back to using LACP as the Hello mechanism. 

 

In NetApp-speak, one creates multi-layer VIFs, overlaying an SVIF (owns the IP address) on top 

of a Dynamic MultiMode VIF (LACP).  Only a single member of an SVIF is active at a time; 

ONTAP deactivates the other members and holds them ready in case the active member fails.  

LACP provides the Hello mechanism which Dynamic MultiMode VIFs use to activate and 

deactivate their elements (NICs).  Thus, ONTAP 'outsources' the Hello function to LACP.  Read 

all about it in the man pages and in Trey Layton's blog posts. 

 

This approach makes the most sense when you deploy Clustered Ethernet Switches.  We don't; 

instead, we deploy pairs of independent Ethernet switches; here a view of how a NetApp cluster 

and a pair of Ethernet switches are configured to deliver high-availability.  Notice that we do not 

use the 'favor' statement -- it works fine when a network path goes down, but produces 

unpredictable and sometimes expensive results when the 'favored' path is restored (loss of 

network connectivity ranging from seconds to minutes). 
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svif1
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dmmvif4dmmvif3
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svif2

e0c e0d e0a e0b e0c e0d

toast-a
hostname toast-a
vif create lacp dmmvif1 -b ip e0a
vif create lacp dmmvif2 -b ip e0b
vif create lacp dmmvif3 -b ip e0c
vif create lacp dmmvif4 -b ip e0d
vif create single svif1 dmmvif1 dmmvif2 
vif create single svif2 dmmvif3 dmmvif4 
ifconfig svif1 `hostname`-svif1 mediatype auto netmask 255.255.254.0 partner svif1 nfo
ifconfig svif2 `hostname`-svif2 mediatype auto netmask 255.255.254.0 partner svif2 nfo
route add default 10.12.82.1 1
routed on

toast-b
hostname toast-b
vif create lacp dmmvif1 -b ip e0a
vif create lacp dmmvif2 -b ip e0b
vif create lacp dmmvif3 -b ip e0c
vif create lacp dmmvif4 -b ip e0d
vif create single svif1 dmmvif1 dmmvif2 
vif create single svif2 dmmvif3 dmmvif4 
ifconfig svif1 `hostname`-svif1 mediatype auto netmask 255.255.254.0 partner svif1 nfo
ifconfig svif2 `hostname`-svif2 mediatype auto netmask 255.255.254.0 partner svif2 nfo
route add default 10.12.82.1 1
routed on

interface Port-channel20
 description To toast-a e0a
 switchport
 switchport access vlan 82
 switchport mode access
interface GigabitEthernet7/11
 description To toast-a e0a
 channel-protocol lacp
 channel-group 20 mode active
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TESTING 
Now that you‟ve optimized your Power and NIC configuration, how do you test the results?  

Here is the testing strategy I employ. 

 

Power 

Unplug each power cord in turn, verifying that your gear stays up.  If you have a fancy PDU, you 

can remotely disable and then re-enable each outlet in turn. 

 

Network 

METHODOLOGY 

In each case, set a continuous ping
9
 going from some other device to your server and use the 

number of missed pings to calculate how many seconds of connectivity disruption you 

experienced.  Using the techniques I outline above, at most you should see one missed ping.  

Record the results and keep them, as a baseline for future reference.  I recommend repeating each 

test ten times, to build confidence that your server‟s behavior is repeatable. 

 

I recommend watching your logs while you perform testing. 

 

Unix 
guru> tail -f /var/log/syslog 
 

And in another window: 
guru> ping fred.fhcrc.org 

 

Windows
10

 
c:\temp>ping -t -w 1000 fred.fhcrc.org 

 

COMPONENTS  

NIC Failure 

Use your operating system‟s interface to disable each NIC in turn. 

 

Cable Failure 

Yank first one and then the other cable from your NICs. 

 

                                                 
9 Use a Linux or Unix ping, as they stick fairly closely to the one ping / one second approach.  The Windows ping 

command is fairly loose, varying the amount of time between each ping, sometimes by several seconds.  Even if you 

explicitly tell Windows to emit one ping per second, the actual behavior remains variable, though less so. 
10 I don't understand what algorithm Windows uses when it inserts delay between ping packets.  It isn't one second.  

Specifying "-w 1000" doesn't give you one second granularity either (variable), but in my trials, the result is closer 

to a "ping every second", which is why I specify it when I am performing ping tests. 
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Switch Failure 

This approach keeps link active on both NICs , but isolates the NICs attached to one of the 

switches.  "Lights are on; no one is home." 

 

Insert a mini-hub between the server room‟s Ethernet switch and your NIC.  And then disconnect 

the cable leading to the server room‟s switch.  Wait a dozen seconds reconnect it.  Move the 

mini-hub to the second NIC and repeat. 

 

Alternatively, persuade your local switch admin to assign the relevant port to an isolated VLAN -

- this accomplishes the same thing. switchport access vlan 1 .... switchport access vlan 74 (or 

whatever). 

 

Pay particular attention to the 'reconnect' event -- this is typically the most difficult event for an 

HA NIC scheme to handle. 

 

Repeat ten times. 

 

Switch Reboot 

Set a continuous ping going from a workstation to your favorite HA host on a Friday afternoon 

prior to the first Monday of the month, which is when InfoTech‟s automated switch/router 

redundancy testing kicks off (it starts at ~10pm on Sunday evening and reboots each of the 

redundant switches and routers in turn, finishing about 4:00am on Monday morning).  On 

Monday morning, check to see how many pings your server missed.  Alternatively, consult the 

NodeWatch logs (see the TOC's NodeWatch Archive link); if your host missed more than one 

ping at a time, then there is something wrong. 

 

Plugged into Both Switches 

Verifying that your two NICs are distributed across the two Ethernet switches is not easy. 

 

If you have visual access to the switch's front panel, you can unplug each NIC one at a time, and 

then verify that the appropriate link light for your Ethernet port has gone out.  (Use Soma to 

identify your switch port). 

 

Alternatively, unplug each NIC one at a time, re-insert, and then call or e-mail someone in the 

switch support group, naming your server, and asking them to consult their logs to verify that we 

saw the link down / link up events on both switches (rather than both occurring on one switch). 

 

GOTCHAS 

The most common error I see is a highly-available pair configured to rely on link detection rather 

than employing probes.
11

 

 

The second most common error I see is plugging both NICs into the same Ethernet switch. 

 

                                                 
11

 When I visit other institutions or attend conferences and trade tips with peers, I find that this is a popular error -- 

techs explain to me enthusiastically that unplugging NIC cables is a sufficient test of the HA configuration. 
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Other popular errors include dead NICs ... and cables which are plugged into jacks which aren't 

activated (i.e. which aren't punched down to an Ethernet switch port). 

 

MULTI-HOMED HOSTS 

Overview 

If the NICs in your server all live on one IP network (e.g. 140.107.0.0/16 or 10.111.0.0 or 

10.5.0.0 or 10.6.0.0), then you can skip this section. 

 

However, if you configure a host with one NIC (or HA pair of NICs) on one network and 

another NIC (or HA pair of NICs) on another network, then this section is for you.  At the 

Center, we generally do this with boxes employing iSCSI. 

 

In general, end-stations handle packet forwarding if and only if the destination shares the subnet 

on which they live.  Otherwise, they forward the packet to the default gateway, turfing the 

problem of figuring out where the packet goes to the Center's flock of routers.  Virtually all end-

stations, including your average PC, functions this way. 

 

Multiple Networks 
However, if your host has a NIC on one network (e.g. 140.107.0.0/16) and another NIC on 

another network (e.g. 10.111.0.0/16), then your host is multi-homed.  And it has to make (some) 

of its own routing decisions.  With authority comes responsibility. 

 

Basically, you want to configure your host to send packets destined for 140.107.0.0/16 addresses 

out the NIC configured with a 140.107.0.0/16 address.  And to send packets destined for a 

10.111.0.0/16 addresses out the NIC configured with a 10.111.0.0/16 address. 

 

To do this, you manipulate the routing table in your host. 

 

Windows Simple 

Here is an example of a host equipped with two NICs, one on network 10.111.152.0/23 and the 

other on network 140.107.152.0/23. 

 
IPv4 Route Table 
=========================================================================== 
Interface List 
0x1 ........................... MS TCP Loopback interface 
0x10004 ...00 04 23 a7 e5 03 ...... Intel(R) PRO/1000 MT Server Adapter #5 
0x10005 ...00 04 23 a7 c4 4e ...... Intel(R) PRO/1000 MT Server Adapter #4 
=========================================================================== 
=========================================================================== 
Active Routes: 
Network Destination        Netmask          Gateway       Interface   Metric 
          0.0.0.0          0.0.0.0    140.107.152.1   140.107.152.15   10 
     10.111.152.0    255.255.254.0    10.111.152.15    10.111.152.15   10 
    10.111.152.15  255.255.255.255        127.0.0.1        127.0.0.1   10 
   10.255.255.255  255.255.255.255    10.111.152.15    10.111.152.15   10 
        127.0.0.0        255.0.0.0        127.0.0.1        127.0.0.1   1 
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    140.107.152.0    255.255.254.0   140.107.152.15   140.107.152.15   10 
   140.107.152.15  255.255.255.255        127.0.0.1        127.0.0.1   10 
  140.107.255.255  255.255.255.255   140.107.152.15   140.107.152.15   10 
        224.0.0.0        240.0.0.0    10.111.152.15    10.111.152.15   10 
        224.0.0.0        240.0.0.0   140.107.152.15   140.107.152.15   10 
  255.255.255.255  255.255.255.255    10.111.152.15    10.111.152.15   1 
  255.255.255.255  255.255.255.255   140.107.152.15   140.107.152.15   1 
Default Gateway:     140.107.152.1 
=========================================================================== 
Persistent Routes: 
  None  
 

When this host wants to send a frame to a host on subnet 10.111.152.0/23, it will employ its NIC 

configured with IP address 10.111.152.15.  When it wants to send a frame to a host on subnet 

140.107.152.0/23, it will employ its NIC configured with IP address 140.107.152.15.  However, 

when it wants to send a frame to 10.111.42.50, which NIC will it employ? 

 

If you look at the routing table, you'll notice that 10.111.42.0 doesn't show up anywhere.  

Therefore, the host will forward the frame to its default gateway (140.107.152.1) using the NIC 

configured with IP address 140.107.152.15.  If you're happy with that, you're done -- the frame 

will arrive at its destination just fine, because that's what the Center's flock of routers does:  

forward packets to the appropriate destination. 

 

However, I predict that if you put all this energy into putting one foot of your host in one 

network and the other in a second network, that you're wanting to segregate traffic and keep 

10.111.0.0/16 traffic on the 10.111.152.15 NIC and 140.107.0.0/16 traffic on the 140.107.111.15 

NIC. 

 

Therefore, configure a static route as follows: 

 
C:\Temp> route add -p 10.111.0.0 mask 255.255.0.0 10.111.152.15 metric 10 
 OK! 
C:\Temp> route print 

 
IPv4 Route Table 
=========================================================================== 
Interface List 
0x1 ........................... MS TCP Loopback interface 
0x10004 ...00 04 23 a7 e5 03 ...... Intel(R) PRO/1000 MT Server Adapter #5 
0x10005 ...00 04 23 a7 c4 4e ...... Intel(R) PRO/1000 MT Server Adapter #4 
=========================================================================== 
=========================================================================== 
Active Routes: 
Network Destination        Netmask          Gateway       Interface   Metric 
          0.0.0.0          0.0.0.0    140.107.152.1   140.107.152.15   10 
       10.111.0.0      255.255.0.0     10.111.152.1    10.111.152.15   10 
     10.111.152.0    255.255.254.0    10.111.152.15    10.111.152.15   10 
    10.111.152.15  255.255.255.255        127.0.0.1        127.0.0.1   10 
   10.255.255.255  255.255.255.255    10.111.152.15    10.111.152.15   10 
        127.0.0.0        255.0.0.0        127.0.0.1        127.0.0.1   1 
    140.107.152.0    255.255.254.0   140.107.152.15   140.107.152.15   10 
   140.107.152.15  255.255.255.255        127.0.0.1        127.0.0.1   10 
  140.107.255.255  255.255.255.255   140.107.152.15   140.107.152.15   10 
        224.0.0.0        240.0.0.0    10.111.152.15    10.111.152.15   10 
        224.0.0.0        240.0.0.0   140.107.152.15   140.107.152.15   10 
  255.255.255.255  255.255.255.255    10.111.152.15    10.111.152.15   1 
  255.255.255.255  255.255.255.255   140.107.152.15   140.107.152.15   1 
Default Gateway:     140.107.152.1 
=========================================================================== 
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Persistent Routes: 
Network Address            Netmask          Gateway       Interface   Metric 
     10.111.0.0        255.255.0.0     10.111.152.1   10.111.152.15   10 
 
C:\Temp> 
 

The bolded lines reflect the static route which you added.  Note that the '-p' parameter instructs 

Windows to retain this route across reboots ('persistent') -- probably a good thing. 

 

A host equipped with this routing table will forward frames to 10.111.42.50 across the NIC 

configured with IP address 10.111.152.15.  This is (probably) what you want. 

 

Windows Complex 

Here is an example of a host with a TEAMed set of NICs (Broadcom) carrying commodity 

traffic and a set of Intel NICs carrying iSCSI MPIO traffic. 

 

Here we see an overview of the available NICs and how they are configured. 

 
C:\Temp>ipconfig /all 
 
Windows IP Configuration 
 
   Host Name . . . . . . . . . . . . : horus-1 
   Primary Dns Suffix  . . . . . . . : fhcrc.org 
   Node Type . . . . . . . . . . . . : Hybrid 
   IP Routing Enabled. . . . . . . . : No 
   WINS Proxy Enabled. . . . . . . . : No 
   DNS Suffix Search List. . . . . . : fhcrc.org 
 
Ethernet adapter 152.42: 
 
   Connection-specific DNS Suffix  . : fhcrc.org 
   Description . . . . . . . . . . . : BASP Virtual Adapter 
   Physical Address. . . . . . . . . : 00-0D-56-BB-1B-3C 
   DHCP Enabled. . . . . . . . . . . : No 
   IP Address. . . . . . . . . . . . : 140.107.152.44 
   Subnet Mask . . . . . . . . . . . : 255.255.254.0 
   IP Address. . . . . . . . . . . . : 140.107.152.43 
   Subnet Mask . . . . . . . . . . . : 255.255.254.0 
   IP Address. . . . . . . . . . . . : 140.107.152.42 
   Subnet Mask . . . . . . . . . . . : 255.255.254.0 
   Default Gateway . . . . . . . . . : 140.107.152.1 
   DNS Servers . . . . . . . . . . . : 140.107.152.11 
                                       140.107.52.11 
                                       140.107.42.11 
   Primary WINS Server . . . . . . . : 140.107.52.20 
   Secondary WINS Server . . . . . . : 140.107.42.20 
 
Ethernet adapter ISCSI 10.111.152.43: 
 
   Connection-specific DNS Suffix  . : 
   Description . . . . . . . . . . . : Intel(R) PRO/1000 MT Server Adapter #5 
   Physical Address. . . . . . . . . : 00-04-23-A7-E5-03 
   DHCP Enabled. . . . . . . . . . . : No 
   IP Address. . . . . . . . . . . . : 10.111.152.43 
   Subnet Mask . . . . . . . . . . . : 255.255.254.0 
   Default Gateway . . . . . . . . . : 
 
Ethernet adapter iSCSI 10.111.152.42: 
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   Connection-specific DNS Suffix  . : 
   Description . . . . . . . . . . . : Intel(R) PRO/1000 MT Server Adapter #4 
   Physical Address. . . . . . . . . : 00-04-23-A7-C4-4E 
   DHCP Enabled. . . . . . . . . . . : No 
   IP Address. . . . . . . . . . . . : 10.111.152.42 
   Subnet Mask . . . . . . . . . . . : 255.255.254.0 
   Default Gateway . . . . . . . . . : 
 
 

Now, we dump the current routing table.  Notice the bolded line, which tells us that this box will 

route 10.111.0.0/16 traffic via the 140.107.152.42 NIC -- probably not what we want.
12

 

 
C:\Temp>route print 
 
IPv4 Route Table 
=========================================================================== 
Interface List 
0x1 ........................... MS TCP Loopback interface 
0x10003 ...00 0d 56 bb 1b 3c ...... BASP Virtual Adapter 
0x10004 ...00 04 23 a7 e5 03 ...... Intel(R) PRO/1000 MT Server Adapter #5 
0x10005 ...00 04 23 a7 c4 4e ...... Intel(R) PRO/1000 MT Server Adapter #4 
=========================================================================== 
=========================================================================== 
Active Routes: 
Network Destination        Netmask          Gateway       Interface  Metric 
          0.0.0.0          0.0.0.0    140.107.152.1   140.107.152.42     10 
       10.111.0.0      255.255.0.0    140.107.152.1   140.107.152.42     10 
     10.111.152.0    255.255.254.0    10.111.152.42    10.111.152.42     10 
     10.111.152.0    255.255.254.0    10.111.152.43    10.111.152.43     10 
    10.111.152.42  255.255.255.255        127.0.0.1        127.0.0.1     10 
    10.111.152.43  255.255.255.255        127.0.0.1        127.0.0.1     10 
   10.255.255.255  255.255.255.255    10.111.152.42    10.111.152.42     10 
   10.255.255.255  255.255.255.255    10.111.152.43    10.111.152.43     10 
        127.0.0.0        255.0.0.0        127.0.0.1        127.0.0.1      1 
    140.107.152.0    255.255.254.0   140.107.152.42   140.107.152.42     10 
   140.107.152.42  255.255.255.255        127.0.0.1        127.0.0.1     10 
   140.107.152.43  255.255.255.255        127.0.0.1        127.0.0.1     10 
   140.107.152.44  255.255.255.255        127.0.0.1        127.0.0.1     10 
  140.107.255.255  255.255.255.255   140.107.152.42   140.107.152.42     10 
        224.0.0.0        240.0.0.0    10.111.152.42    10.111.152.42     10 
        224.0.0.0        240.0.0.0    10.111.152.43    10.111.152.43     10 
        224.0.0.0        240.0.0.0   140.107.152.42   140.107.152.42     10 
  255.255.255.255  255.255.255.255    10.111.152.42    10.111.152.42      1 
  255.255.255.255  255.255.255.255    10.111.152.43    10.111.152.43      1 
  255.255.255.255  255.255.255.255   140.107.152.42   140.107.152.42      1 
Default Gateway:     140.107.152.1 
=========================================================================== 
Persistent Routes: 
  None  
 

 

OK, so just like in the simple example, let's try adding a couple of routes. 

 
 
C:\Temp>route add -p 10.111.0.0 mask 255.255.0.0 10.111.152.1 metric 10 IF 4 
The route addition failed: Either the interface index is wrong or the gateway does not lie on the 
same network as the interface. Check the IP Address Table for the machine. 
 
C:\Temp>route add -p 10.111.0.0 mask 255.255.0.0 10.111.152.1 metric 10 IF 5 

                                                 
12 The geeks amongst us will notice the ensuing two lines, which tell us that for 10.111.152.0/23 traffic, the box sees 

two equal costs routes, one via the 10.111.152.42 NIC and the other via the 10.111.152.43 NIC.  So, for *local* 

traffic, the box will do the right thing, but for remote traffic, the box will try to employ its Broadcom NICs. 
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The route addition failed: Either the interface index is wrong or the gateway do 
es not lie on the same network as the interface. Check the IP Address Table for 
the machine. 
 

 

Why didn't those work?  Did we get the syntax wrong? 
 
C:\Temp>route /? 
 
Manipulates network routing tables. 
 
ROUTE [-f] [-p] [command [destination] 
                  [MASK netmask]  [gateway] [METRIC metric]  [IF interface] 
 
  -f           Clears the routing tables of all gateway entries.  If this is 
               used in conjunction with one of the commands, the tables are 
               cleared prior to running the command. 
  -p           When used with the ADD command, makes a route persistent across 
               boots of the system. By default, routes are not preserved 
               when the system is restarted. Ignored for all other commands, 
               which always affect the appropriate persistent routes. This 
               option is not supported in Windows 95. 
  command      One of these: 
                 PRINT     Prints  a route 
                 ADD       Adds    a route 
                 DELETE    Deletes a route 
                 CHANGE    Modifies an existing route 
  destination  Specifies the host. 
  MASK         Specifies that the next parameter is the 'netmask' value. 
  netmask      Specifies a subnet mask value for this route entry. 
               If not specified, it defaults to 255.255.255.255. 
  gateway      Specifies gateway. 
  interface    the interface number for the specified route. 
  METRIC       specifies the metric, ie. cost for the destination. 
 
All symbolic names used for destination are looked up in the network database 
file NETWORKS. The symbolic names for gateway are looked up in the host name 
database file HOSTS. 
 
If the command is PRINT or DELETE. Destination or gateway can be a wildcard, 
(wildcard is specified as a star '*'), or the gateway argument may be omitted. 
 
If Dest contains a * or ?, it is treated as a shell pattern, and only 
matching destination routes are printed. The '*' matches any string, 
and '?' matches any one char. Examples: 157.*.1, 157.*, 127.*, *224*. 
 
The PRINT command will show both IPv4 and IPv6 routes, but the ADD, DELETE, 
and CHANGE commands work only for IPv4 routes.  For IPv6 routes, use 
the 'interface ipv6' context in netsh.exe. 
 
Diagnostic Notes: 
    Invalid MASK generates an error, that is when (DEST & MASK) != DEST. 
    Example> route ADD 157.0.0.0 MASK 155.0.0.0 157.55.80.1 IF 1 
             The route addition failed: The specified mask parameter is invalid. 
 (Destination & Mask) != Destination. 
 
Examples: 
 
    > route PRINT 
    > route ADD 157.0.0.0 MASK 255.0.0.0  157.55.80.1 METRIC 3 IF 2 
             destination^      ^mask      ^gateway     metric^    ^ 
                                                         Interface^ 
      If IF is not given, it tries to find the best interface for a given 
      gateway. 
    > route PRINT 
    > route PRINT 157*          .... Only prints those matching 157* 
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    > route CHANGE 157.0.0.0 MASK 255.0.0.0 157.55.80.5 METRIC 2 IF 2 
 
      CHANGE is used to modify gateway and/or metric only. 
    > route PRINT 
    > route DELETE 157.0.0.0 
    > route PRINT 
 

 

Hmm, on a lark, let's try specifying the IF number using the hex identifier, rather than the base 

10 identifier:
13 

 
C:\Temp>route add -p 10.111.0.0 mask 255.255.0.0 10.111.152.1 metric 10 IF 0x10004 
C:\Temp>route add -p 10.111.0.0 mask 255.255.0.0 10.111.152.1 metric 10 IF 0x10005 
 

OK, so some flavors of Windows have a buggy 'route' command (or buggy 'route' 

documentation, whichever).  Now, let's see the results in the route table.  Notice the bolded lines, 

which appear on account of the two 'route add' command above. 
 
C:\Temp>route print 
 
IPv4 Route Table 
=========================================================================== 
Interface List 
0x1 ........................... MS TCP Loopback interface 
0x10003 ...00 0d 56 bb 1b 3c ...... BASP Virtual Adapter 
0x10004 ...00 04 23 a7 e5 03 ...... Intel(R) PRO/1000 MT Server Adapter #5 
0x10005 ...00 04 23 a7 c4 4e ...... Intel(R) PRO/1000 MT Server Adapter #4 
=========================================================================== 
=========================================================================== 
Active Routes: 
Network Destination        Netmask          Gateway       Interface  Metric 
          0.0.0.0          0.0.0.0    140.107.152.1   140.107.152.42     10 
       10.111.0.0      255.255.0.0     10.111.152.1    10.111.152.42     10 
       10.111.0.0      255.255.0.0     10.111.152.1    10.111.152.43     10 
     10.111.152.0    255.255.254.0    10.111.152.42    10.111.152.42     10 
     10.111.152.0    255.255.254.0    10.111.152.43    10.111.152.43     10 
    10.111.152.42  255.255.255.255        127.0.0.1        127.0.0.1     10 
    10.111.152.43  255.255.255.255        127.0.0.1        127.0.0.1     10 
   10.255.255.255  255.255.255.255    10.111.152.42    10.111.152.42     10 
   10.255.255.255  255.255.255.255    10.111.152.43    10.111.152.43     10 
        127.0.0.0        255.0.0.0        127.0.0.1        127.0.0.1      1 
    140.107.152.0    255.255.254.0   140.107.152.42   140.107.152.42     10 
   140.107.152.42  255.255.255.255        127.0.0.1        127.0.0.1     10 
   140.107.152.43  255.255.255.255        127.0.0.1        127.0.0.1     10 
   140.107.152.44  255.255.255.255        127.0.0.1        127.0.0.1     10 
  140.107.255.255  255.255.255.255   140.107.152.42   140.107.152.42     10 
        224.0.0.0        240.0.0.0    10.111.152.42    10.111.152.42     10 
        224.0.0.0        240.0.0.0    10.111.152.43    10.111.152.43     10 
        224.0.0.0        240.0.0.0   140.107.152.42   140.107.152.42     10 
  255.255.255.255  255.255.255.255    10.111.152.42    10.111.152.42      1 
  255.255.255.255  255.255.255.255    10.111.152.43    10.111.152.43      1 
  255.255.255.255  255.255.255.255   140.107.152.42   140.107.152.42      1 
Default Gateway:     140.107.152.1 
=========================================================================== 
Persistent Routes: 
  Network Address          Netmask  Gateway Address  Metric 
       10.111.0.0      255.255.0.0     10.111.152.1      10 
 

At this point, the box has two equal cost
14

 paths to 10.111.0.0/16, one via the NIC associated 

with 10.111.152.42 and one via the NIC associated with 10.111.152.43. 

                                                 
13 Kudos to Charlie for figuring this out. 
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Linux 

Read the Windows section for the explanation.  Use 'route -n' in place of 'route print'. 

 

Red Hat et al 

Figure out which NIC you want to carry the 10.111.0.0/16 traffic.  In this example, I assume that 

you are using 'bonding' and have configured an HA pair of NICs, attached to 10.111.152.0/23. 

 
redhat-host# cat /etc/sysconfig/network-scripts/route-bond1 
GATEWAY0=10.111.152.1 
NETMASK0=255.255.0.0 
ADDRESS0=10.111.0.0 
redhat-host# 

 

Then run /etc/init.d/network restart 

 

SuSE 

Same concept as Red Hat; different file. 

 
suse-host# cat /etc/sysconfig/network-scripts/ifroute-bond1 
GATEWAY0=10.111.152.1 
NETMASK0=255.255.0.0 
ADDRESS0=10.111.0.0 
suse-host# 

 

Then run /etc/init.d/network restart 

                                                                                                                                                             
14 The metric for both is '10', and since the metric for both is the same, we call these 'equal cost' paths.  I don't know 

how Windows handles this case, whether it load-balances across both paths in some fashion (by packet or by IP 

flow) or whether it just picks one, uses it, and flips to the other only when its first choice loses link. 


