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OVERVIEW 
This isn’t as easy as it looks.  –The Man in Black 
 
This document gathers together notes around issues which I’ve experienced as I have introduced 
high-availability into the environment in which I work.  I started doing HA in the late 1980s, 
with a cold spare PC acting as a backup for our primary server.  In the 1990s, I started deploying 
redundancy in “interstitial services” (mail functions, DNS) and in packet transport, with a pair of 
distribution layer routers attached to a pair of core layer switches.  Back then, I thought that 
“high-availability” meant having two of everything.  These days, I’m beginning to realize that 
increasing uptime involves a range of technical, procedural, and mental strategies, of which 
hardware redundancy is only one. 
 
In fact, high-availability involves hardware, software, skills, psychology, processes, and tools.  
Installing the multiple pieces of hardware is, of course, a critical first step.  But then you must 
configure software to correctly handle the new redundancy … and there are plenty of 
configurations which appear to be highly-available but aren’t, given your particular environment.  
Staff must acquire the skills needed to handle the complexities involved or they will not correctly 
install, configure, and maintain the highly-available function.  Staff must overcome the natural 
human inclination to shy away from validating their work.  Processes must change to support 
maintaining high-availability.  And tools must be upgraded to understand the range of behaviors 
which highly-available configurations produce. 
 
I continue to find this endeavour – implementing high-availability – challenging; I encounter 
new failure scenarios each year. 
 
At first blush, I thought that that adding a redundant server, switch, router, whatever would halve 
the number of failure events I experienced.  After working with redundancy for some years, I 
started to realize that introducing redundancy *doubles* the failure rate, rather than halving it.  
And now that I’ve been working with highly-available solutions on a full-time basis for more 
than decade, I’m realizing that redundancy not only doubles the failure rate but makes those 
failures more painful, longer-lasting, and wider-reaching than they were in a single point of 
failure environment. 
 
These conclusions may seem counter-intuitive. 
 
In this document, I attempt to describe why high-availability efforts tend to make things worse, 
at least for a while, and to scope the effort it takes to reverse this effect.  I focus on the bottom 
layers of the OSI model – from power to switches to routers – and I focus on implementing two 
of things, e.g. redundancy. 
 

Pros and Cons 
Pros 
 Uptime can be increased. 
 Downtime can be concentrated in planned outage windows during off-peak hours, rather 

than distributed randomly across both peak and off-peak times.  
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 The impact of equipment failure can be reduced from hours or days to seconds or less. 
 
Cons 
 During the initial stages, failures become more frequent and wider in scale. 
 The design becomes more complex. 
 Troubleshooting becomes harder. 
 Redundant designs require periodic testing to maintain them. 
 Management systems require an upgrade. 
 Staff skills require an upgrade. 
 Cultural thinking requires an upgrade. 
 Many hard costs double. 
 Tech time requirements increase, at all phases (design, implementation, maintenance, 

trouble-shooting) 
 

Lessons Learned 

CHANGE MANAGEMENT 

The single most effective aspect of your high-availability strategy isn’t redundant hardware, 
clustering software, fail-over schemes, or anything fancy:  rather, it is having a clear, tested, 
reliable back out plan for the changes you make.  The runner up would be testing the change in a 
test environment before trying it in production … and likely a whole slew of other ‘change 
management processes’.  But I claim that the single most effective aspect of high availability is 
the ability to quickly and reliably back out changes. 
 

BIT ROT 

If you don’t test your highly-available schemes regularly and rigorously, they won’t work when 
the chips are down.  Yes, that's a bit of an exaggeration ... sure, some of your HA schemes may 
work, years later, without having survived any intermediate testing.  However, in my experience, 
HA is complex, and complex systems degrade pretty rapidly in the field -- within a year, my 
confidence level in most HA systems has dropped to the 'heart in mouth' level. 
 

RECORD RESULTS 

When you commission your system, you'll do lots of testing.  Record those results, so that you 
have a baseline to which to refer in the future.  In addition, when you perform your periodic 
testing (see Bit Rot above),  record those  results too.  Human memory is fallible, particularly in 
the middle of the night -- when you review the results the next day, you'll uncover failure 
scenarios that you forgot to test, if you have objective measurements which you can review.  In 
addition, your testing methodology will gradually improve if you can refer to past results to see 
what failure scenarios you overlooked.  I developed the mass-ping tool for this purpose.1 
 

                                                 
1 Sufficient for IP transport testing, though not at all suited for application testing. 
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PSYCHOLOGY 

Here are aspects of human cognition which I believe make this difficult. 
 
Responsibility 
We tend to be willing to build a highly-available solution, but we tend also to be unwilling to 
verify that it works once it goes into production.  Testing involves taking a risk (it may not 
work); when it doesn't work, service is disrupted; and humans tend to blame themselves when 
they can see the causality between their actions and undesirable results.  Ignoring the issue and 
being 'surprised' when the solution fails reduces the internal blame/shame experience and is thus 
more appealing.2  A data center manager at FedEx once told me that having a significant portion 
of his pay tied to data center uptime had worked wonders on his mindset. 
 
Optimism 
I see humans (and perhaps all life forms) as essentially optimistic and as lousy statisticians.  We 
have trouble believing that things can go wrong, and we underestimate the likelihood of such 
events occurring.  The more optimistic I'm feeling, the less inclined I am to spend time validating 
my work. 
 
In this vein, I see denial as a well-honed and essential human coping mechanism.  If I accurately 
grasped the risks of life, I suspect I'd hide under the bed all day.3  Expect your staff to dodge the 
reality that highly available systems go down more regularly than we would like. 
  
Personal Power 
From day to day, I vary in my sense of how much influence I have over my life.  Some days, I 
seem to internalize "I am the captain of my soul; I am the master of my destiny; I own my 
future."  Other days, I feel hopeless, powerless, at the mercy of unknown and unknowable forces:  
I want to crawl into a corner and hide, hoping that nothing with teeth will notice me.  I tend to 
schedule HA testing when I'm in the first mood and not in the second. 
 
Risk Aversion and Immediacy 
From day-to-day, I vary in how I identify risk and how risk-averse I am.  Testing something 
involves either breaking it or at least risking breaking it -- and this will be intuitively difficult for 
most of us.  Generally, I get past the internal gut resistance by envisioning the consequences of 
not testing, i.e. of seeing my production system go down in the middle of the business day, 
envisioning the panic of that moment, the scramble to get it back up again, and the drawn out 
distress of the ensuing post-mortem, in which I have to admit that I hadn't tested recently, know 
how quickly complex systems degrade, and knew that I was adopting increasing risk of a 
production service disruption by dodging my responsibility.  Sometimes, this imagining works, 
and I go ahead with testing; sometimes it doesn't, and I find an excuse not to invest this effort. 
 
I vary in how clearly I can envision future events -- sometimes, I'm living in the present:  the 
future and the past seem irrelevant.  Sometimes, I can look ahead and visualize the future -- 
when I'm in this mode is when I'm best at scheduling downtime for testing HA systems. 
 
                                                 
2 Of course, this phenomenon is hardly limited to IT professionals or high-availability. 
3 In fact, people who do the best at assessing their prospects tends to be clinically depressed. 
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WHAT TO DO 

I suggest that predictable scheduling helps reduce these psychological pressures.  If staff know 
that, for example, four times a year, on these particular dates (e.g. New Year's Day, Easter 
Sunday, July 4th, and Veteran's Day), all IT systems will go down for validation and testing ... 
every single year ... then staff have a chance to mentally adjust to this reality.4 
 
Remember that in the real world, everything break.  You can take your car into the shop for 
maintenance according to the timetable your manufacture recommends.  Or, you can let chance 
decide when you'll break down.  There are pros and cons to both approaches; some cars (and life 
styles) are better suited to the first approach, others to the second.  The longer you go without 
maintenance, the more likely chance will step in and pick.  To particularize this insight to IT 
systems, you can consciously push these outages into planned windows.  Or you, can 
consciously (or not so consciously) let chance pick when you will have downtime.  Chance may 
pick a Monday morning at 11am when most of your staff are on vacation.  Or it may pick the 
middle of the night on a long weekend.  The more comfortable you are with chance picking, the 
less frequently you'll need to schedule these maintenance events. 
 

SHARED FATE 

When multiple elements of your design share some aspect of their underpinnings (infrastructure), 
they tend to share the same fate. 
 
Examples: 
 All members of a cluster are located in the same room:  they tend to share the same fate 

when physical disruption occurs:  a circuit breaker trips, a ladder topples over and crashes 
into a cabinet, a sprinkler starts spraying water. 

 
 Two Supervisor cards inside a single switch chassis:  a single software error takes out 

both. 
 
 All members of a cluster are located on the same IP subnet. 

 

CONSOLIDATION VERSUS MANAGEMENT 

Consolidation saves money.  But it also places a bunch of user communities, each with differing 
maintenance windows, on the same device (on the same virtual server, on the same Ethernet 
switch, behind the same router, fed by the same circuit breaker …)  At some point, you have a 
device which you can’t take down, because doing so would violate your SLA with at least one 
user community. 
 

                                                 
4 The Feds try to do this with taxes.  They don't negotiate your 1040 due date every year; instead, they fix it:  April 
15th, every year, rain or shine. 
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VIRTUALIZATION VERSUS COMPLEXITY 

Virtualization offers a range of advantages too numerous to mention here:  I claim that the 
success of information technology depends on the increasingly deep layers of indirection which 
we are implementing.  However, virtualization also increases complexity.  Your staff have to 
keep expanding and deepening their skills, otherwise they end up managing solutions which they 
cannot fix. 
 
TROUBLE-SHOOTING IS TWICE AS HARD AS BUILDING THE THING IN THE FIRST 
PLACE 
If you build something as cleverly as you possibly can, you are, by definition, not smart enough 
to fix it when it breaks.5 
 

Further Reading 
Success Through Failure:  The Paradox of Design by Henry Petroski 
Scalable Internet Architectures by Theo Schlossnagle 
Mistakes Were Made (but not by me) by Carol Tavris and Elliot Aronson 
A Mind of Its Own:  How your brain distorts and deceives by Cordelia Fine 
 

GENERAL ISSUES 
 Redundancy often means doubling the number of boxes, which often means doubling the 

rate at which hardware fails (and thus doubling the staff time required to fix things6). 
 Hardware/software maintenance tends to double. 
 Cabling and cabling pathways tend to double … this can become expensive, particularly 

when backbone fiber and WAN/MAN links are involved. 
 One faces a major decision in selecting between hot-standby redundancy and load-

balanced redundancy ... not all products support both … and the two approaches have 
their pros and cons. 

 The service-disrupting part of a failure event often occurs when a redundant component 
returns to life, rather than when it fails … most designs are good at handling the “death” 
of a device but not so good at handling its rebirth.7 

 A hot-standby design is simpler to understand, to configure, to test, and to trouble-shoot  
than is a load-balanced design. 

 However, developing confidence in a hot-standby design can be more difficult to do than 
developing confidence in a load-balanced design. 

 Implementing redundancy is an on-going process – as one discovers more SPOFs in 
one’s environment and as one deploys more services.8 

                                                 
5 Brian Kernighan. 
6 Not because redundant designs are harder to fix (though they certainly can be) but because owning twice as many 
devices means that the chances of any one device breaking at any given moment has doubled. 
7 When a member of a redundant set returns to life, configure it to take a break of several minutes before it resumes 
its duties, to give various processes time to return to steady-state. 
8 Marketing folks like to claim that their solution contains no Single Point of Failure (SPOF).  Myself, I have yet to 
see anything ... server ... PBX ... network ... that is fully redundant; given enough time and experience using the 
design, I have, to date, always found a SPOF in every “highly-available” implementation I’ve encountered. 
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THE MANY LAYERED NETWORK 

Redundancy at the Physical Layer 

POWER 

Campus 
Our local electric utility powers our campus with a pair of feed which converge in a vault 
equipped with automatic transfer capability.  Under normal operation, one feed powers the north 
end of campus while the other powers the south end of campus.  However, if either one fails, 
switches automatically flip the entire campus to the surviving feed. 
 
The two feeds follow diverse paths for at least a portion of the distance back to a single 
substation. 
 
Future plans include swinging one of these feeders to a second substation. 
 
Equipment Rooms 
Our equipment rooms contain a pair of power trains.  In some cases, both are backed by UPSes.  
In other cases, only one train is UPS-backed, whereas the other goes straight to house power. 
Typically, our equipment is configured with redundant power supplies. 
 
In non-redundant power situations, problems are easy to identify … the gear doesn’t power up … 
no lights … it is dead.  In a redundant power situation, one power train may be dysfunctional, 
and we don’t notice, because the other power train is fine … the lights are on … things are 
working.  However … when the functional power train fails … then the end-station goes down 
… and we may feel surprised and disconcerted when this happens, given the expectations which 
surround redundancy. 
 
 Some critical devices contain only a single power supply … we install small automatic 

transfer switches (ATS) to support these, with one leg plugged into each power train.  
Expensive … but replacing these critical devices with hardware containing redundant 
power supplies is hard … sometimes, the manufacturer doesn’t make such a model … 
sometimes, the culture hasn’t caught on to the idea that critical services shouldn’t run on 
low-end hardware … sometimes, the staff time and end-user disruption required to 
replace the hardware underneath a critical box takes months or years to muster. 

 Some devices contain two power supplies … but only one power cord.  Time to install an 
ATS. 

 Some devices contain three power supplies and require two in order to function … from a 
power distribution point of view, that third power supply is a single point of failure … 
time to install an ATS and feed one power supply off train A, the second off train B, and 
the third of the ATS. 

                                                                                                                                                             
 



InfoTech/Admin/FHCRC 8 2009-10-31 
Stuart Kendrick  The Long Road to High-Availability 

 Low-end ATS bars are unable to handle phase differences between the two inputs, 
leading to failure events in which the ATS bar shorts out both power sources, taking 
down the entire cabinet.  Time to replace those ATS bars with high-end ones which 
automatically compensate for phase differences during switch-over. 

 Originally, in equipment rooms in which one power train was UPS + generator backed, 
we would feed the ‘house’ power train from the generator as well.  But then we 
discovered:  what if the building-wide Automatic Transfer Switch is down for 
maintenance?  Hopefully, your building-wide ATS is equipped with a fancy isolation 
bypass, which allows your electrical folks to keep the generator-backed power train 
energized, using straight utility power, while they perform maintenance.  But if it isn’t … 
then your electronics sees loss of power on the ‘house’ power train … and once the 
UPSes run flat, loss of power on the UPS-backed train.  Even if your ATS is equipped 
with an isolation bypass, there are conditions, particularly during new construction, when 
your electrical folks will need to de-energize the generator-backed power train for many 
hours.  Lesson:  in rooms with dual power trains, feed only one of them from generator-
backed power; leave the other one on house power fed by utility, no generator and no 
ATS getting in the way.   

 Some cases contain power supply bays designed in such a way that the presence of the 
actual power supply within the bay cannot be determined by external inspection … the 
power cord plugs into the chassis, but whether there is actually a power supply behind 
that cord cannot be determined externally.  One must open the case (or install 
instrumentation software or perform a real test) to find out. 

 Sometimes, power cords aren’t seated properly, such that one power supply is receiving 
power, but the other power supply isn’t. 

 Sometimes, power supplies offer no lights to indicate their status … whether they are 
alive or dead. 

 Sometimes, power supplies offer a light which indicates their status … green for “good” 
and “red” for bad … however, some power supplies merely illuminate the green light 
when they are receiving power and do not change the light’s color when they cease 
functioning. 

 Manufacturers use different colors to indicate the status of power supplies … most use 
green to indicate “good” and red to indicate “bad” … but some use orange or yellow to 
indicate good (or bad). 

 Sometimes, both power supplies are plugged into the same power train … lose that power 
train, lose both power supplies … and down goes that device. 

 Rigorous labeling, color-coding, and rigorous physical review become important. 
 For a while, we would lose a redundant power supply … not notice it … lose the second 

power supply … the box would go down … service disrupted … our management station 
would squawk … we would dispatch a tech with two power supplies, replace both, and 
keep on trucking.  We felt that we were providing better service than before … but we 
didn’t feel good about trumpeting our practices.  As a result, I write code to monitor our 
redundant power supplies and to notify us when one goes down … so that we can 
dispatch a tech carrying only one power supply … and service stays up.  Each time we 
deploy a new hardware platform, I update the monitoring code. 

 Some hardware isn’t sufficiently instrumented to know when it has lost a power supply.  
We haven’t solved this problem yet. 
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 Some servers require additional software in order to instrument their hardware … and 
techs can experience reduced OS reliability after they install it … so they tend to uninstall 
it.  We haven’t solved this problem yet. 

 

HVAC 

In general, equipment rooms contain a pair of air handling units, one powered off, the other 
running.  Every six months, we switch.  [As an added benefit, this 1+1 strategy makes 
performing preventative maintenance easy.]  Monitoring these units is a challenge; they have 
their own complex failure patterns, including simply catching on fire – simple, but hard to detect 
until the repercussions are severe.  Where do you place your temperature probes in order to 
accurately capture hot spots?  Cooling is complex, and I don’t know enough to capture its 
subtleties here. 
 

PATHS 

Path diversity sounds like a great idea.  But in general, we haven’t managed to implement it. 
 We have not introduced path diversity in the equipment rack – running all the power 

cords along one side turns out to look & feel “cleaner”, though it opens us up to obvious 
issues. 

 We have not introduced path diversity in vertical cabling … nor have we been burned by 
this as yet. 

 We have implemented path diversity in much of our backbone glass – this took a 
tremendous amount of time.  Of course, verifying where we’ve done this and where we 
haven’t is something we haven’t managed to do – time-consuming. 

 Analyzing service provider paths are hard … they are reluctant to share this information. 
 Testing this redundancy is hard … pulling out a backhoe and cutting a conduit accurately 

tests the implementation, but it is hard to recover from.  We haven’t solved this problem. 
  

Redundancy At the Access Layer 
We've installed redundant switches in most server rooms, such that servers with dual NICs have 
a redundant access layer to which they can attach. 
 Some servers are configured such that when they lose link on a NIC, they flip to the 

backup NIC ... and as soon as link returns to the primary NIC, they flip back ... however, 
Ethernet switches typically bring up link long before they are ready to forward packets … 
and may in fact toggle link up and down several times, during their power-on self-tests ... 
as a result, the server isolates itself intermittently until the primary switch finishes its 
boot process ...  despite the fact that the secondary NIC and secondary switch are fine.  
Sometimes the brains card running the switch go comatose,“the lights are on but nobody 
is home”, through either software or hardware failure.  And of course a misconfiguration, 
something as easy as VLAN assignments, can isolate end-stations.  In each of these 
cases, link stays up … but the switch isn’t forwarding packets the way the end-station 
wants it to.  And NIC high-availability schemes which rely solely on link don’t detect 
this. 
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 Some servers with dual NICs aren't fully cabled ... the first NIC is cabled to the first 
switch ... and the second NIC looks like it's  plugged into the second switch ... but part of 
the cable path isn't  complete. 

 Some servers with dual NICs … in which one NIC isn’t fully functional, perhaps because 
of cabling issues … will lock up when link to the sole functioning NIC is lost, requiring a 
cold boot.  Historically, upgrading NIC drivers has fixed this for us. 

 Server OS vendors and NIC manufacturers provide a plethora of a ways to configure 
NICs in redundant ways … characterizing these and selecting the ones which function 
optimally in a given network design requires a mixture of server and networking 
expertise … someone with experience in only one or the other can find this knot difficult 
to unravel.  Plus, most solutions will require intervention and collaboration from multiple 
sets of techs.  Selecting the wrong combination can mean suboptimal performance … 
like, the redundancy doesn’t work.9 

 Some of these schemes allow the sys admin to manually enter a virtual MAC address, 
which the primary NIC adopts … and which the secondary NIC adopts if the primary 
goes away.  We’ve seen the sys admin then go and enter this exact same MAC address 
into the configuration GUI for several servers … thus leading to multiple end-stations 
employing the same MAC address … not good. 

 If the interlink between the two switches breaks, the resulting service disruption is 
complex and, until one becomes familiar with its characteristics, hard to identify.  In our 
environment, we are gradually upgrading this interlink to an EtherChannelled link (LACP 
or PaGP). 

 Some blade servers include switches which eat spanning-tree BPDUs and do not produce 
any of their own.  [Or which produce BPDUs of a flavor different from whatever you are 
using.]  Plugging these devices into redundant data center switches can produce a loop, 
taking out that broadcast domain. 

 

Redundancy at the Distribution Layer 
We've installed redundant Layer 3 boxes in the basement of each building  ... the access layer is 
dual-homed to these redundant distribution layer ‘routers’. 
 
 Early on, we encountered bugs in our routing protocols (RIP and later EIGRP) which 

prevented them from taking advantage of multiple paths (in fact, which caused them to 
lock up cold when we introduced multiple paths). 

 Later on, we wrestled with a bug in our Layer 3 switches which, under certain failure 
conditions, isolated some end-stations (but not all).  This bug defied resolution, despite 
three long-running tech support cases across a handful of years, and many hours of on-
site trouble-shooting.  The bug eventually went away after a hardware + OS upgrade in 
the brains of these devices. 

 By default, the OS running in the distribution layer has a four hour timeout in its ARP 
cache ... by default, the OS running in the access layer has a five minute timeout in its 
CAM table ... I would need a whiteboard and fifteen minutes to explain all the details 
here ... but this turns out to be suboptimal.  It doesn't much matter what the timeout is, but 

                                                 
9 In general, we enable ‘probes’ and an ‘Activation Delay’ parameter. 
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one wants the two to be the same, otherwise, some of the return traffic to the redundant 
access layer will be flooded to all ports … undesirable, particular if those packets contain 
clear-text passwords or other confidential information.  This is called ‘unicast flooding in 
multi-pathed environments’.  We configure all devices, whether layer 2 or layer 3 or 
both, to have four hour timeouts for both CAM table and ARP cache. 

 We've configured one distribution layer Layer 3 device to be the HSRP Active (the "a" 
side) and the other distribution layer Layer 3 device to be the HSRP Standby (the "b" 
side).  We've cranked the HSRP Hellos/Dead timers down to 1/3 (i.e. send Hellos every 
second, assume failure after three successive missed Hellos).  With previous OSes, we 
added static CAM entries on the uplink ports of the access layer in order to restrict the 
HSRP Hellos ... otherwise, every single access layer device receives two HSRP Hellos 
per second (these are multicast packets).   Our current OS doesn’t offer a clean way to do 
this.  Not really a problem, merely an optimization. 

 When the "a" side blows up, the "b" side takes over ... a typical client will see anywhere 
from 0-4 seconds of lost connectivity (as measured by a continuous ICMP Echo stream).  
This is good.  However, when the "a" side returns to life ... by default, it will resume its 
"Active" status immediately ... its HSRP process comes on-line early in the boot cycle ...  
before other functions, like its routing process, is functional.  This means that access 
layer traffic is now going to the "a" side ... but the "a" side hasn't built its routing table yet 
... so the "a" side dumps packets into the bit bucket for a minute or so.  Manufacturers 
typically support a 'delay' parameter10, which instructs the HSRP Active partner to delay 
resumption of its Active status (we've chosen a delay of 120 seconds). 

 If a distribution layer router acting as HSRP Active loses its uplinks … it then has no way 
to reach the rest of the network.  At that point, one wants it to give up its HSRP Active 
status … otherwise, the clients will send outbound traffic to it … and it will dump the 
packets into the bit buckets.  Manufacturers typically support a ‘tracking’ feature which 
does this, modifying HSRP priority as uplink interfaces change state.11 

 

Redundancy at the Core Layer 
We have two Layer 3 boxes sitting at our core layer.  We configure our routing processes to 
load-balance across available paths.  This combined with the redundant distribution layer means 
that each building has four paths in and out. 
 Redundancy complicates the trouble-shooting process for various classes of problems. 

o In a SPOF environment, when something in the long chain breaks, service is 
down, the management application(s) scream, users call, and we all know that we 
have a problem.  A tech walks the chain … finds the broken link … fixes it … 
and restores service.  Painful, but simple. 

o Compare this to a hot-standby design … if the primary side fails, we flip to the 
standby side … and we hold our breath, hoping it works.  Typically, it does and 
users don’t notice … but if the standby side fails to kick-in properly, then service 
is disrupted, users call, and we’re back to the SPOF scenario.  Except that now the 
tech has two chains to walk. 

                                                 
10 standby xx prempt delay minimum 120 
11 standby xx track Vlanyy zz 
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o Compare this to a load-balanced design … both sides are up and carrying load, so 
we have some confidence that if one side fails that service will stay up … 
however, if we encounter an intermittent problem, then we can no longer say 
definitively which path a given packet took … which link in the chain has become 
flakey … which chain to walk.  Trouble-shooting becomes hard. 

 In the load-balanced design, we lose the ability to sniff in the depths of the packet 
transport cloud (unless one buys truly expensive gear ... which is smart enough to 
integrate traffic streams crossing multiple paths into a single conversation) ... ergo, we 
tend to sniff only at the access-layer … because identifying the path taken by a given 
client/server packet stream and deploying sniffers appropriately becomes difficult if not 
effectively impossible.  In practice, this hasn't been a problem for us.  But I occasionally 
worry that it will become a problem for some class of issue. 

 At the moment, all of our redundant paths are equal in terms of desirability (they are all 
Gigabit Ethernet).  However, in the past, some of our paths were less desirable than 
others (we had two paths to a certain destination ...  one was GigE and the other was 
FastE), then we had to get smart about how we advertised the less desirable path ... by 
default, typical routing protocols don't consider bandwidth as part of their metrics (or ... if  
they do ... a given implementation on a given box ... for example, our Layer 3 switches 
cannot accurately identify the bandwidth of a given interface, without administrative 
assistance12) ... and we can end up in a load-balancing situation where every other packet 
goes down the FastE  link ... and we have a total throughput available to us of 200Mb/s,  
instead of the 1000 Mb/s or 1100 Mb/s which we thought we had. 

 Our Layer 3 switches have the ability to keep a VLAN interface in the “up” state even 
after all physical layer interfaces supporting it have gone down13.  In a non-redundant 
network, this oddity was hard to notice … our packets couldn’t get there anyway, once 
we suffered a link failure.  However, in a redundant network, this oddity causes service-
disruption, as the blissfully unaware device continues to advertise reachability to the 
network in question, despite the fact that it forwards the packets into oblivion when it 
receives them. 

 In theory, OSPF becomes a more noticeable weak spot, as the number of paths increases 
(if one implements redundancy everywhere, one has likely doubled the number of paths 
the network contains).  In OSPF’s design, whenever a router goes down, all members of 
that area flush their route tables, suspend packet forwarding, and recalculate their routes.  
Unless the routers are sufficiently fast, this can lead to pauses in service.  I have not 
actually confirmed this; I’m merely postulating this behavior, from my limited 
understanding of how OSPF works.14  I’m told that clever assignment of OSPF areas can 
mitigate this issue.  Notice that this issue does not arise specifically from a redundant 
design; rather, it is exacerbated by a redundant design … typically, one has twice as 
many routers and twice as many paths in a redundant design; and therefore the likelihood 
that a given router, or a given path, will fail also doubles. 

                                                 
12 The IOS contains a “bandwidth” interface command intended for precisely this issue … but neither I nor my TAC 
engineer could get it to work.  I ended up building a route map which artificially increased the cost of routes 
advertised out the FastE interface. 
13 Set “msfc autostate” to off to fix this. 
14 We run EIGRP, which doesn’t flush its route table when it loses a neighbor.  Instead, EIGRP supports a concept 
called “feasible successors” … basically, it pre-calculates what it will do if a given route fails, so that when the 
event actually happens, it doesn’t have to do anything other than slam the backup route into place. 
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 In general, the number of router adjacencies doubles, possibly requiring a network 
redesign or a hardware upgrade, in order to bring the number of adjacencies to a 
manageable level.  

 We align our access layer redundancy design with our distribution and core layer 
redundancy designs.  For example, in our EIGRP environment, we tweaked the 
Hellos/Dead timers down to 1/3 (i.e. send Hellos every second, assume failure after three 
successive missed Hellos).  This aligns with the access layer/HSRP timers, giving us a 
consistent 0-4 second failure window across the entire network (from access layer 
through distribution layer to core layer), i.e. the failure of any redundant component 
within these three layers incurs a service disruption of no more than 4 seconds. 

 

DMZ 

CORE LAYER 

We’ve used the same redundant core/distribution layer design in our DMZ, resulting in resilient 
connectivity to the outside world. 
 
 Some partners don’t share our enthusiasm, or budget, for redundancy; and as a result, we 

drop down to a series of SPOFs for connectivity to these partners. 
 For us, DMZ boxes tend to be expensive … boxes terminating WAN links … and as a 

result, doubling the number of internally-facing Ethernet ports has become expensive. 
 Implementing multiple links to the Internet required upgrading our routing expertise to 

include BGP, a non-trivial investment of staff time. 
 

FIREWALLS 

Redundant firewalls interact with redundant packet transport gear (switches) in fascinating ways. 
 
 The link between the two switches feeding the redundant firewalls wants to be redundant 

itself ... otherwise we’ve just introduced a SPOF. 
 Stateful firewalls are complex devices, containing a stack of interrelated tables updated in 

less-than-real-time and shared between redundant partners in less-than-real-time …  and 
their failure characteristics are hard to quantify … during failure testing, one client may 
be unaffected, whereas another client sitting logically nearby may experience a sustained 
service disruption.  Redundant firewalls … or firewalls embedded in a redundant packet 
transport infrastructure … can be hard to test. 

 

MANAGEMENT 

Naming 
I believe that a coherent naming scheme supports staff efforts to understand and operate within a 
redundant environment. 
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We employ a structured naming scheme for packet transport gear, in which the first field 
identifies location, the last field identifies function, and the middle field (if any) indicates either 
redundancy or enumeration. 
 

LETTERS & NUMBERS 

 df-a-rtr/df-b-rtr:  A redundant set of routers, located on the F level of the D building … 
the “a” and “b”: indicates that these are a matched set … the loss of either one is 
transparent to the end-user. 

 j4sr-a-esx/j4sr-b-esx:  A redundant set of switches, located on the 4th floor of the J 
building in the “sr” room … the loss of either one is transparent to the end-station 
(assuming the end-station is equipped with appropriately configured NICs). 

 bd-1-esx/bd-2-esx:  This tells us that the D level of the B building contains two Ethernet 
switches (#1 and #2) … they are not deployed in a redundant fashion; rather, we filled up 
all the ports on one switch and added a second to increase capacity. 

 sat-rtr:  The name of a router … from the fact that it doesn’t contain a letter in the middle 
of its name, I can tell that it has no redundant partner … therefore, this box is a SPOF. 

 

CULTURAL ASSOCIATIONS 

 larry/moe/curly:  these are hypothetical names for three redundant boxes … the loss of 
any two would be transparent to the end-user. 

 
Regardless of what convention one chooses, I recommend identifying redundant gear as 
“different” from SPOF gear. 
 

Software 
Management systems (What's Up Gold, Nagios, HP OpenView ... in-house scripts) typically do 
not understand networks containing redundant paths (or redundant end-stations, for that matter). 
 
 Typically, management systems get upset when a device quits responding (to pings, 

SNMP queries, whatever).  In this brave new redundant world ... losing a member of a 
redundant set is not a problem ... so long as at least one member of the redundant set is 
still alive.  But if the management software doesn't understand this, it will still get upset  
... about an event which isn't service-affecting. 

 We started to experience 'pager fatigue' ... leading to folks ignoring pages.  As a result, I 
added code to our in-house management applications such that they learned to understand 
redundancy, to respond mildly to the loss of a member of a redundant set, and to respond 
vigorously only when all members of a redundant set were down.  And we swapped out 
our alpha pagers such that each pager now contains three CAP codes … its individual 
code, a work-group code, and an all-department code … this step facilitates sending 
graduated notifications without straining the paging service.  (Loss of a power supply 
may go to one or two individuals … loss of a redundant device may go to a work-group 
… loss of all members of a redundant set goes to the entire department). 
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 Conversely, management systems are generally configured to monitor end-stations (in the 
case of routers and switches, the management modules in those devices) rather than every 
single interface on a Layer 3 device … in a single-pathed environment, I don’t bother to 
monitor each interface … if one goes down, then my monitoring station will lose touch 
with the stuff behind that interface and notify me, and I know I have a problem.  In a 
redundant environment, I care about each interface … because, if one interface goes 
down, there is no service disruption … but if both interfaces go down, then I’ve lost 
service to the end-stations. 

 Our expansion into redundancy spawned a whole class of in-house code, software which 
polls our devices nightly and asks them “how they are feeling”.  In a single power supply 
(or single disk or single supervisor card, etc.) world, asking the device if its power supply 
is fine doesn’t make a lot of sense … if its power has died, it can’t answer.  But in a 
redundant world, asking this question makes lots of sense.  The polling code produces 
reports which we automatically post to a Web site; and if it finds an issue, it sends e-mail 
to relevant staff. 

 Configuring loopback interfaces on redundant routers becomes a useful thing to do … 
during failure events, loopback interfaces facilitate quick access to the management side 
of a router, without concern for which paths or interfaces are currently down.15 

 We maintain a “watch-the-watcher” management station, whose main job in life is to 
monitor the primary management station, shrieking if something goes wrong.  It also 
functions as a cold backup for the primary management station. 

 

Testing 
“If you don’t test it, it ain’t there.”  --Peter Welcher of NetCraftsmen 
 
Redundant environments suffer failure in a variety of ways – some of those ways are transparent, 
of course (by design), others are intermittent.  In my experience, if you aren’t periodically testing 
a complex design (including highly-available ones), the odds of it working as intended decrease 
steadily. 
 
 Developing a baseline understanding of how fast our network responds to failure feels 

like a critical step to me:  if I don’t know how fast it responds normally, I don’t know 
pathological behavior when it see it.  As a result, we have spent significant effort doing 
precisely this, rebooting redundant gear during planned windows, recording the number 
of missed pings from variously located clients, recording changes in throughput (as 
measured by file copies) from variously located clients.16 During these experiences, we 
watch syslog, correlating HSRP/EIGRP messages with the client behavior we are 

                                                 
15 Assuming the routing protocols are functioning, the packet infrastructure will carry traffic to the management side 
of the box, without the tech needing to know precisely what has failed. 
16 Glitches in our testing platforms have included differences in how various client operating systems handle their 
“ping” command … some declare a ping missed, by default, after 1 second, others after 4 seconds.  Surprises in our 
testing experiences have included uncovering unexpected differences in supposedly identical hardware … one 
member of a redundant router set had enough memory; it’s hot standby back up did not … so when the primary 
router went down, the forwarding tables in the backup become overwhelmed, the router ran out of memory, and it 
started dropping BGP sessions (and, of course, packets). 
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observing.  And afterward, we analyze packet traces, similarly correlating HSRP/EIGRP 
traffic with client behavior. 

 At this point, I have developed enough experience to write an in-house script which 
automates this testing.  I run this script from cron, once/month … so that in the middle of 
the night – the first Monday of each month – this script reboots each redundant device in 
turn, pinging a ‘canary’ device behind the redundant set, and logging how many pings 
across how many seconds the canary device missed during the event and producing a 
report summarizing the results. 

 As we have made changes to our environment, our design has accumulated gaps in it … 
gaps which we uncover during testing … and which we then go back and fix, of course.  
This cycle illustrates (a) that regular testing plays a key part in validating a redundant 
design, and (b) that making changes in a redundant environment takes more staff time 
than making changes in a SPOF design (techs who change one aspect of the environment 
may create a gap in the redundant behavior … and then the techs who manage the 
redundant behavior now have work to do, to fill that gap).   

 In terms of identifying intermittent or unpredictable issues, load-balanced environments 
offer an advantage in terms of building confidence in the design … we are constantly 
using both sides; and therefore, we know, from user experience, that our entire network is 
functioning.  If one side develops an intermittent issue, we start accumulating user 
reports.  On the other hand … intermittent issues are hard to track down. 

 Hot-standby environments are easy to test … we flip to the other side and see if our pings 
keep flowing.  On the other hand, building confidence in the standby side is hard … I 
have yet to develop a test suite which replicates my end-user environment sufficiently 
that I feel confident in its result; and so, during testing, when we flip to the standby side 
… I’m not confident that anything beyond some limited ping streams is actually 
working.17 

 In practice, we employ load-balanced designs except around our firewalls, which we 
configure in a hot-standby fashion.  (Therefore, the routers bracketing the firewalls are 
also configured in a hot-standby fashion.) 

 In the past, every quarter, we would test our redundant power trains, walking into 
equipment rooms and manually taking down the “a” side … verifying that all the 
redundant power supplies which should turn off did … power up the “a” side … and 
repeat for the “b” side.  And then we realized that we were introducing fluxes when we 
re-energized a power train, damaging equipment.  So we quit performing power train 
testing.  We have not figured out a way to return to this. 

 Perform component-level testing for speed of analysis … if a component fails during 
testing, then you know you need to replace it before you can expect the entire system to 
perform as designed.  But somewhere along the line, you gotta include end-to-end testing, 
because complex environments fail in complex ways, i.e. in ways not predicted by the 
behavior of their components. 

                                                 
17 Seems to me that one could design a hot-standby network in which the primary side flipped every night … so, on 
day 1, the “a” side would carry all the traffic … and on day 2, the “b” side … and on day 3, the “a” side again … 
seems to me that this would be the most robust and reliable way to design a redundant network.  But I’ve never tried 
it. 
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 Until staff spend time, regularly, breaking a complex system, watching how it fails, and 
then rebuilding it (i.e. develop and maintain skills), your mean-time-to-repair will remain 
painfully high. 

 

Culture 
In my experience, people think in a single-point-of-failure way … learning to think in a 
redundant way takes time.  After a decade of developing, installing, maintaining, and promoting 
redundant designs, I am seeing a significant growth of ‘redundant thinking’ in our environment 
… but that growth didn’t really take off until a year or two ago. 
 Changing to ‘redundant thinking’ takes time. 
 We found that even after advertising newly built equipment rooms as redundant … that 

staff continued to select products containing SPOFs and to deploy SPOFs into the newly 
equipped rooms (single power supplies, single NICs, or simply devices with redundancy 
but no monitoring of those redundant components).  Changing habits takes. 

 Developing a culture of testing takes time.  Some folks think like this:  “If I perform 
testing, and the service goes down; then I’m to blame: I feel ashamed, and I don’t enjoy 
that experience.  However, if the service goes down in the middle of the work day all by 
itself, then that was an act of divine intervention: and I’m not to blame – I can tolerate 
that.”  Other people think in this way:  “I know that every piece of hardware and software 
will eventually fail.  Therefore, I will test it, during pre-arranged outage windows, to 
validate my design and its components.  Sometimes, a redundant component will fail 
during that testing … I will replace it … and I will feel pleased with myself.  Sometimes, 
testing will uncover a fatal flaw and service will fail during that testing … but better that 
it fail during a pre-arranged outage window than during the middle of a business day.  
And if I don’t perform this testing … and my service fails … then I’m negligent in my 
duties as an operational support person.”  Key lessons:  (a) migrate the culture away from 
shame/blame thinking … shame/blame thinking poisons efforts at rational discourse.  
And (b) realize that this difference in thinking is profound and takes time to negotiate, 
time to find a path acceptable to all involved. 

 Some vendor representatives do not have experience with high-availability; they may 
service a customer base which is too poor, or does not rely upon IT sufficiently, to justify 
the expense.  Acquiring support from such vendors can be difficult, because they don’t 
have the skills you need to analyze the behavior of their product within the design of your 
highly-available environment. 

 

Staff 
Redundant designs require increased sophistication on the part of staff in terms of design, 
analysis, deployment, maintenance, and trouble-shooting. 
 In my experience, staff enjoy the increased challenge and voluntarily upgrade their skills. 
 However, expect this process to take time. 
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Future 
When we lose redundant equipment, we typically see a service disruption of 0-4 seconds.  I see a 
trend toward reducing that … on the server side, NIC redundancy schemes are already dropping 
this to below a second, and the use of the Rapid Spanning Tree protocol offers the same trend in 
network design. 
 

IS IT WORTH IT? 
Given all the challenges I outline above, is redundancy worth it? 
 
I believe it is.  But I don’t have the data to prove it. 
 

The Big Picture 
However, here is why I believe what I do: 
 
 The cost to the company of end-user downtime is large, much larger than the cost of 

buying redundant gear and paying for the additional staff time to manage it.  This reliance 
on IT, and the costs associated with service disruption, are increasing steadily. 

 
 When I look at mature industries (power utilities, carriers, facilities management, 

security), I see a well-established culture of redundancy.  IMHO, IT tends to be 
immature, culturally, when compared to these industries; therefore, I predict that as IT 
matures, we will adopt more and more of the operational practices found in these older 
industries, and these practices contribute to the ability these industries have in effectively 
wielding redundancy. 

 

The Specifics 
From an operational IT point of view, here is what I believe redundancy has bought us: 
 
 Hardware failure (power supplies, drives, supervisor cards/motherboards, GBICs) 

contributes to less downtime than it did in our previous SPOF-ridden environment. 
o When optics18 fail, they incur trivial service disruption … and we have replaced 

said optics with similarly trivial consequences to service. 
o We have lost numerous power supplies with zero service disruption … and 

replaced them without affecting service. 
 
 Tech time is conserved.  Typically, replacement of failed components can be done during 

the normal business day, rather than on an emergency basis or during pre-arranged outage 
windows 

 

                                                 
18 In my experience, typically SX rather than LX ports. 
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 Tech adrenal glands are conserved – many management notifications can be downgraded 
from alpha pages to e-mails, because they are merely informative of the failure of a 
redundant component, rather than indicative of a disruption to end-user service. 

 
 Upgrades and redesigns can be performed with minimal service disruption. 

 
o We replaced our old Layer 2 core with a Layer 3 core … and incurred a service 

disruption to only a few outlying offices … and that only because we ran into a 
bug in a router software load.  Think about that.  We replaced not only the 
hardware underneath the core of our network but also the logical design … 
without significant service disruption. 

o To cite another example, we replaced the service providers underneath our T3s 
connecting us to our ISP … ran BERT tests … and replaced the relevant routers, 
all while incurring trivial service disruption to our Internet connectivity. 

o We have re-arranged gear in racks without disrupting service, on account of 
redundant power supplies and redundant Ethernet interfaces. 

 

The Counter Arguments 
On the other hand, high-availability consumes substantial tech time and expertise, and your 
business model may not support the required resources.  Or your culture may not support the 
rigor it takes to periodically test your HA schemes. 
 
If one of those scenarios apply, then HA is a bad idea:  it will double a chunk of your budget and 
more than double your downtime.  A better strategy would be to build a SPOF environment, 
stock cold spares, and develop the discipline to perform fire drills, in which staff practice fixing 
stuff which breaks. 


