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What is the problem? 
 
Multiple factors and systemic pressures conspire to produce an IT service disruption. 
 
We can clump these factors together into two buckets: human error and chance.  Let's ignore 
systemic pressures for the moment. 
 
That human error is the proximate cause of most service disruption is unsurprising because 
humans lie at the heart of what makes these systems work in the first place:  if there is going to 
be substantial disruption, humans will be involved. 
 
The fact that chance plays a dominant role is also unsurprising, as the real world is a 
complicated place. 
 
When we design IT systems and operating processes, we employ our experience to harden 
against the chance events we have encountered in the past and the predictable ways in which 
humans make errors. 
 
Entropy disrupts our designs, removing the safe guards we've installed against chance and 
human error.  Through diligence, we can resist entropy, restoring our original designs and 
gradually improving on them. 
 
This paper describes how to resist entropy, sketches out its costs, and then asks the question: 
how much effort is uptime worth. 
 

What can be done about it? 
 
Human brains fail to reflect reality in predictable ways; by understanding these patterns, we can build safe 
guards into our designs. 
  
Why Do We Make Mistakes? Tools 
 25 Watts  Back-out Plan 
 Vanilla Ice Cream  Review Logs 
 Optimism  Checklist 
 Denial  Verify 
 Tribalism  Snapshot 
 Bad Math  Listen/Watch 
 Action Triggers Blame  Record/Quantify 
 Morality  Post-mortem 
  
Tactics What Makes This Hard 
 Practice Breaking It  Bit Rot 
 Continuous Clean-up  Complexity 
 Draw  Denial 
 Peer Review  Fast Twitch Nervous Systems 
 Size the Fault Domain  Hard to Measure 
 Proactive Validation  Blame/Shame 
 KISS  Ownership 
 Test Environments  Confluence 
 

What are the competing stories? 
 
Downtime is OK Non-profits can afford it; let's put our effort into new services 
Pessimism Chance rules; you cannot engineer around it; don't waste your time trying 
Optimism Mostly things work; focus on delivering new services, not on preventing 

maybes 
Drowning We are drowning in fire; grab a bucket and start tossing water; don't waste 

time protecting against what might happen tomorrow 
 
Of course, all these stories apply to the Hutch, to some degree.  Balancing faster, cheaper, 
better is what humans do. 
 
Investing significant effort to prevent future incidents makes sense at the bottom of the stack:  
power, HVAC, cabling, cabinets.  IP transport is worth some effort, as are Storage , VM 
hosting, and interstitial services, like DNS, DHCP, NTP,  Authentication, and Directory.  
These are functions which, when they crump, knock out most if not all IT operations company-
wide. 

I propose 
 
The hard part is figuring out how much effort to invest where, given competing priorities for upgrades, 
renovations, new services, design and process improvements. 
 
Clarity From management on priorities:   (1) Maintain, (2) Projects, (3) Process Improvement 
 

Conscious Explicit acknowledgement that when we allocate resources to Project or Process that we are 
consciously choosing to adopt risk in regards to uptime 

 

Entropy Include the reduction of entropy in staff goals, as part of Maintain 
 

Proactive Pursue proactive testing as a tool for uncovering entropy 
 

Checklists Do it:  they work 
 

Kludge Cobble together Test Environments for Deep Infrastructure systems 


