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OVERVIEW 
In this document, I outline how to test highly-available services.  Essentially, this document 
describes examples of performing unit testing on a complex system. 
 
For the theory behind what I describe here, see Success through Failure:  The Paradox of Design 
by Henry Petroski and Scalable Internet Architectures by Theo Schlossnagle. 
 

OUTLINE 
1. Characterize how the service which the box provides (e.g. SCSI LUNs or IP transport or 

port-based filtering) behaves during various failure scenarios.  This is useful (a) so that 
we know how hard we can push the environment before we interrupt service, (b) so that 
we can more easily recognize real failure scenarios, when they happen during production, 
and (c) so we can more effectively design the solution.1 

 
2. Record the syslog messages which the box emits during failure scenarios -- we add those 

to swatch later, to provide for monitoring. 
 

3. Identify flaws in hardware, software, and configuration choices, with the goal, minimally, 
of knowing where they are and, maximally, of fixing them prior to going production. 

 
4. Record the results of your tests for posterity – this will support your efforts to scope 

future outages, evaluate the consequences of design changes, and produce the next 
generation solution. 

 
5. Develop a periodic testing protocol – the steps you will perform at some regular interval 

to verify that your highly-available system is still highly-available. 
 

ELEMENTS 

Tools 
In order to characterize the behavior of your platform, you need tools which will measure that 
behavior, the results of which you will record for posterity.  The particular tools you use will 
depend on the HA systems you are testing plus your predilections.  Generically, though, I 
recommend including the following: 
 

THROUGHPUT 

For IP transport, this might include iPerf or Bing.  For storage systems ... the choices are legion.  
dd is fine place to start. 
 

                                                 
1 Successful designs anticipate failure 



InfoTech/Admin/FHCRC 3 2009-10-31 
Stuart Kendrick  Testing Highly Available Hardware 

CONNECTIVITY 

My favorite tool is mass-ping, because I wrote it -- the resulting graphs make for easily readable 
records. 
 

TRENDING 

The usual pollers dumping to rrdtool databases -- measuring disk I/O (volume and latency), 
transport latency, CPU, load and memory utilization.  Dump the resulting graphs, illustrating 
behavior during failover testing, into your documentation directory. 
 

Documentation 
 Build a diagram which includes network connectivity:  Ethernet/IP, Fibre Channel, 

InfiniBand, etc.  Include the NICs on the box, complete with addresses, and the ports on 
external devices, like switches, to which they attach. 

 
 Same diagram includes LUN/volume definitions, mapped to trays or even disks, 

depending on the design of your system. 
 
 Capture 10 minutes of 'quiet time' traffic to and from all ports on the box.  (i.e. no end-

user activity, no administrator activity ... just listen to what the box says when it is doing 
nothing).  Save the traces for posterity (i.e. record what is 'normal' behavior).  Examine 
this activity:  does identify unneeded services or unintended configuration choices?  
Typically, you'll see heartbeat activity and the occasional ARP response, nothing else.  
Investigate anything else:  is it necessary ... if not, can it be turned off? 

 
 Describe, in a few paragraphs, key characteristics of the high-availability tactics 

employed by the box.  examples would include: 
 

a) What does the heartbeat traffic look like, from the Ethernet or Fibre Channel side? 
 

b) When a head goes down, how long does it take for the other head to deliver full 
functionality? 

 
c) After a failure scenario, in which services have moved from one head to another, 

is the 'fail-back' automatic or manual?  How much end-user disruption does 'fail-
back' inflict? 

 
 Maintain a repository of the data you capture for each test, with sufficient verbosity that 

you can consult it next year when you, or your colleagues, are revisiting this system, in 
preparation for upgrading its reliability stance. 
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SECURITY 
 Perform a full-blown, no-holds-barred Nessus scan on every IP address owned by the 

box.  Consult with the vendor on vulnerabilities:  is Nessus spawning a red herring or is it 
identifying a real hole?  Save the report.  Save the messages sent to syslog (by the box 
during the scan).  Verify that the box is functional afterward.  Review the open services 
... do we need to be running all of them or can we turn some off? 

 
 Describe the ways in which administrators access the box.  Do they employ AD 

authentication or local accounts?  If AD authentication, is there a ‘back-door’ local 
account?  Does the Web interface send the password over TLS, in the clear, or in some 
form of trivial encryption? 

 

BASELINE THROUGHPUT TEST 
Develop a throughput read/write test.  This might be two separate tests ... one 'read' and the other 
'write' ... or it might be a combined test.  The simplest approach is to create a file and use a 
program which times how long it takes to copy the file from the box to the client (read) and how 
long it takes to copy the file from the client to the box (write).  Ideally, the size of the file is 
sufficient to allow the test to cover the 'traumatic event' comfortably ... but not too long that we 
spend most of our time waiting for it to finish.  Typically, I like to use something that takes ~30 
seconds to complete under normal conditions. 
 
 This test does *not* need to stress the box ... the client does not have to be able to fill a 

gig pipe or anything like that 
 
 Repeat the throughput test ~10 times (more, if you're feeling frisky) in order to build 

confidence in the reproducibility of the baseline numbers. 
 
 Repeat for all the protocols which the box will support in production (typically one or 

more of NFS, CIFS, and iSCSI).  Given the varying characteristics of these protocols, and 
their implementations, you will likely see varying results. 

 
 In the scenarios below, I recommend repeating the test a minimum of ten times for the 

read test and a minimum of ten times for the write test, in order to build confidence that 
the behavior of the system is reproducible.  [Of course, if you set up your test 
environment appropriately, you can have two boxes acting as the clients ... one 
performing the read test, the other performing the write test ... such that the read and the 
write tests are being run simultaneously ... this cuts the total time in half ... this is a good 
thing] 

 
 Typically, of course, if you follow this recommendation, you'll repeat each test ten times 

for side 'a' and ten times for side 'b', for a total of twenty times.  More is better of course, 
and if you can manage twenty trials per scenario, I applaud you ... Myself, I find my 
patience wearing thin, though, after about three times I start flagging. 
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 However, if you find that your results are varying by more than 10% from trial to trial ... 
then I recommend increasing the number of trials beyond ten, for that particular scenario. 

 
 Record the results of each trial in an enduring document and data directory tree. 

 

HIGH AVAILABILITY 

Loss of Link 
This test simulates the failure of a NIC, a Cat 6 cable, or loss of a switch port 
 
 Perform the test while yanking a network cable [if the box has four network cables, then 

that means 12 trials total ... sigh]. 
 

Loss of Ethernet Switch 
This test simulates loss of an Ethernet switch 
 
Insert a mini-switch between the device and whatever is downstream from it, typically a server 
room Ethernet switch.  Thus, one cable runs from the mini-switch to, say, j4sr-a-esx, and all of 
the box's "A switch" cables plug into the mini-switch.  Alternatively, if you have access to the 
switch management interface, then you can assign the relevant ports to Vlan1 (or some other 
isolated Vlan) and back again:  this keeps link up but isolates the port(s) from their production 
side mates. 
 
 Perform the throughput test while yanking the cable which connects the mini-switch to 

j4sr-x-esx.  This simulates the case where the brains of a switch go down ... but link stays 
up.  [Supervisor card fries or switch reboots or configuration fries.] 

 
 Perform the throughput test while 'toggling' the uplink cable every five seconds or so [i.e. 

remove the cable tying the mini-switch to j4sr-x-esx, wait five seconds, re-insert it, wait 
five seconds, yank it, wait five seconds, reinsert it ... until the throughput copy is done2].  
This simulates various flapping conditions and tests the resiliency of whatever fail-
over/fail-back mechanisms the box uses. 

 
 Move the mini-switch, inserting it between the device under test and the “B side” 

Ethernet switch.  Repeat the tests above. 
 

Loss of Head 
This test simulates loss of a head.  Record the syslog messages. 
 
 Perform the throughput test while administratively shutting down Head A 

                                                 
2 I’ve written a script to automate this, twiddle-interface, relevant if you’re using an SNMP manageable Ethernet 
switch. 
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 Repeat for Head B 

 
 Perform the throughput test while physically powering off Head A 

 
 Repeat for Head B 

 

Loss of Tray 
If the device contains subsidiary parts, like disk trays, and is configured such that we can lose an 
entire part without interrupting service, test this scenario:  power off the tray, while performing 
the throughput test.  Record the syslog messages.  Power on the tray, while performing the 
throughput test. 
 

Loss of Fibre Channel Switch 
This test simulates the loss of a Fibre Channel switch.  Record the syslog messages 
 
 Perform the throughput test while physically powering off FC Switch A. 

 
 Then, perform the throughput test while physically powering on this switch 

 
 Repeat for FC Switch B 

 

Loss of Disk 
In theory, your platform can survive the loss of one or more disks without interrupting service.  
Physically remove n disks, where n is the number of lost disks which you believe your platform 
can survive without failing.  Verify that the system survives.  Then add the disks back in and 
verify that they rebuild properly.  Reset your hot spares as appropriate. 
 
For some systems, the strain of losing a disk, and/or the strain of rebuilding the volume when a 
new disk is added, impacts the end-user experience.  Capturing this impact is hard – requires that 
you have a simulation tool sufficiently beefy to replicate your end-user load.  Minimally, 
perform the throughput test during these events and capture JPGs/GIFs of whatever utilization 
parameters you are recording. 
 
Caveats: 
Some hardware/OS combinations don’t survive the loss of a disk – the OS crashes, requiring a 
cold boot.  And some file systems don’t survive such a crash – they become corrupt.  If you have 
enough experience to predict with reasonable confidence that your system belongs to this 
category, you might skip these tests, save yourself time.  However, I recommend documenting 
this clearly, that your system will require a cold boot on the loss of a disk and may require a 
rebuild as well. 
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Some hardware arrays will fry a disk if it is removed while the array is powered up.  Again, if 
you have sufficient experience with your hardware platform, you might choose to skip this test, 
save yourself the $$ of replacing the fried disk.  I recommend documenting this, that replacing 
disks in this array will likely require downtime, in order to power off the array. 
 

REDUNDANT HARDWARE 
The box contains a bunch of hardware units, each equipped with redundant power supplies.  In 
this test, we prove that the redundant power supplies actually work.  Record the syslog messages 
 
 Set the throughput test going (ideally, this particular throughput test lasts ~60 seconds or 

more ... yanking all these power cords takes time) and then methodically yank one power 
cord at a time, pause a couple seconds, reinsert that cord and move to the next one.  
Again, three trials.  Naturally, the throughput shouldn't be affected at all ... because 
yanking a redundant power supply shouldn't touch the box's behavior. 

 
 If the box contains some other redundant component, repeat. (Typically, highly-available 

hardware contains some heart-beat path between the various ‘heads’.  Sometimes, this 
path traverses the transport IP network, in which case, you’ve already tested for this.  But 
perhaps it contains a pair of serial or InfiniBand cables between the two heads, or a 
dedicated Ethernet cross-over cable.)  Depending on the electrical characteristics of the 
interface, you may want to use the administrative interface to disable these, rather than 
the manual method.  If you use software instead of muscle, make sure that you try, 
minimally, wiggling the relevant cabling, to verify that it doesn't fall out or otherwise 
cause error conditions. 

 

PERFORMANCE 

Jumbo Frames 
Pick two clients, one Windows, the other Linux. 
 
Enable jumbo frames on the box, the relevant ports on j4sr-x-esx, and on the clients. 
 
Employ a tactical tool to poll performance parameters on the box and on the client (the switch 
doesn't care, so don't bother polling the switch).  Alternatively, employ a commercial app like 
Whats Up Gold (Robert McDermott has written an in-house tool which delivers reliable results, 
in an easily parse able format.) 
 
For a NetApp, I propose the following: cpuBusyTimePerCent, cpuSwitchInvocations, 
cpuContextSwitches, cpuInterrupts, cpuNonCPInterrupts, cpuTotalDomainSwitches, 
cpTotalOps.  For the clients, I propose just grabbing CPU utilization (you can figure out the MIB 
variables from the graphs at http://util.fhcrc.org/Hosts/ ... or you can tell me what OSes you plan 
to use for the clients and I'll send them to you). 
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For the Windows client, I propose hrProcessorLoad.1, hrProcessorLoad.2, hrProcessorLoad.3, 
i.e. poll all procs.  (One can figure out how many procs the box has by typing "snmpwalk -c 
{community string} {host} hrProcessorLoad" and staring at the results … this is an important 
step, as the number of procs which the management software sees is unlikely to the same number 
which you specified on the PO, due to multi-core CPU designs.) 
 
For the Linux client, I propose polling laLoad.1 and laLoad.3 
 
 Once you have all that in place, perform the throughput test.  Report the results in terms 

of (a) throughput, and (b) device 'busyness', as recorded via the MIB variables (likely that 
you'll graph the MIB variable output, looking for an impact on CPU utilization). 

 

Aggregation 
If you anticipate performing port aggregation (LACP, aka 802.3ad), verify that it makes a 
difference on throughput.  Some boxes are architected to max out at ~1Gb/s internally … so 
doubling their Ethernet inputs doesn’t result in a performance gain. 
 

FAILURE MODES 

LUN Corruption 
A DAS environment is simple:  one disk array, one cable, one host.  If the cable becomes 
unplugged, then the file system on the disk can become corrupt:  that's bad.  But the cable is 
short, and the sys admin screws the cables in hard, so the risk is small.  A simple SCSI network.  
And software / OS developers, historically, wrote software to live in this environment ... where 
they could assume that if they don't hear back from the disk within some tiny amount of time 
(milliseconds), that the cable was gone and they weren't *going* to hear back from the disk.  
Short timeouts 
 
A SAN replaces this simple, robust SCSI network with a crummy network of virtual SCSI 
cables.  That's what a Storage Area Network is ... a maze of cables and electronics (switches), all 
shared by stacks of disks and stacks of hosts.  All this extra stuff introduces additional failure 
points, which introduces delay as recovery mechanisms kick in.  And all these extra disks and 
hosts introduces *sharing*, which introduces longer queues == more delay.  Have the software 
vendors modified their code appropriately?  In a SAN environment, just because the disk hasn't 
responded within a millisecond or two doesn't mean that it won't respond ... it might mean that it 
is busy servicing requests from another host ... or recovering from a failure. 
 
Thus, in a SAN, one worries about LUN corruption more than in a DAS.  How to test this?  
Obviously, we cannot build a test bed composed of all applications and all operating systems and 
all TCP/IP stacks and all iSCSI stacks ... but here's a shot at a minimal environment.  Each client 
gets a LUN on the box. 
 
 Exchange server 
 Windows box copying files 
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 Linux box copying files 
 Database server 

 
Figure out how to set the timeouts on each OS *and* on the applications.  I propose 120 seconds 
(i.e., if you haven't heard from your disk in 120 seconds, give up ... I pick this figure because 
that's how long the first highly-available NAS box I touched would lose touch with its disk, 
during a Fibre Channel switch restoration).  Set each operating system and application to the 
same figure. 
 
Configure each client to read and write to its LUN automatically and continuously (some sort of 
script which contains an infinite loop).  We don't need to record performance parameters here ... 
we just need to ensure that reading & writing happens continuously. 
 
 Now, walk through the various techniques of 'breaking' the box.  Specifically, yank its 

network cables in turn, insert the mini-switch and toggle its uplink, administratively 
power down each head, physically power down each head, physically power down (and 
up) each Fibre Channel switch.  Then, check the clients.  Record the errors in the logs in 
your reporting document (so that we know what this looks like in the future.)  If any of 
the LUNs are corrupted, then go back and repeat the tests slowly, to figure out which one 
incurs the corruption.  Record the OS and application log messages from the client side. 

 
 I predict, however, that (if you've expanded your timers) you won't see LUN corruption.  

Now, figure out how to corrupt a LUN.  To do this, you might yank the cable at the client 
end, wait 121 seconds, and then plug it back in.  If the LUN itself isn’t corrupted, then 
check the application data:  is it corrupted?  If not, figure out why not.  [Until you 
understand how to break it, you won’t understand how to fix it.] 

 

Load 
Find a way to load the box to its maximum:  fill its inbound and outbound pipes to the maximum 
in terms of bandwidth.  Start with ‘big’ events and move to ‘small’ events.  (For example, for 
transport devices, big packets are easier to handle than small packets.  For disk, big reads are 
easier to handle than small reads.  And reads are easier to handle than writes.  Identify where the 
box starts to stumble and where it falls apart entirely. 
 

Number of Connections 
Find a way to scale the number of connections (simultaneously connected clients, number of IP 
addresses, number of TCP flows:  whatever is appropriate to the function of the device under 
test) and identify where the box starts to stumble and where it falls apart entirely. 
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NVRAM Exhaustion 
If the device supports NVRAM, figure out a way to exhaust it and analyze which counters go 
high and what messages reach syslog.3  What tools does the vendor offer for designing volumes 
(number of disks vs expected write load)? 
 

Split Brain 
Find a way to push the device toward split-brain.  Determine how it fails (does it detect the 
problem and shut down?  Or does it keep on going, corrupting disk or otherwise doing bad 
things?)  How does one recover from this, administratively?  Record relevant syslog messages. 
For example: 
 
 Disable (administratively or perhaps by unplugging) one of the interconnect cables.  

Record the syslog messages. 
 
 Disable/yank both the interconnect cables and see how the box behaves when it is 'split 

brain'. 
 
 How does one recover from this?  It is possible that recovery is automatic ... but it is also 

possible that there is a manual process for recovering from this ... it is also possible that 
irrecoverable damage is done, and one has to wipe the configuration and start over 

 

LEARNING FROM THE PAST 

Indigo 
For examples of documents supporting these tests, see 
\\indigo\admshared\it\vdops\projects\archive\2004\indigo -- these include instruments for 
stepping through the tests, for gathering the data gathered during the tests, and the reports written 
to analyze and summarize the results.  If you poke through these, you'll see the kind of issues we 
identified (and in some cases fixed) on Titan, before we went production.  For example, in 
Titan's original configuration, losing either j4sr-a-esx or j4sr-b-esx resulted in the loss of roughly 
half the clients.  In addition, while losing a Fibre Channel switch wasn't a big deal, restoring it 
was.  We didn’t fix this, but we did install a pair of ATS bars to reduce the chance of losing an 
FC switch ... and at least we knew that if we did lose an FC switch, we should wait until off-
hour, or perhaps an outage window, to put it back in place. 
 
One of the points I would like to emphasize is the value of recording the data you gather, 
producing a report, and saving this all for posterity.  None of this has to be fancy – readable 
certainly, but not polished.  Producing text is how we transmit knowledge both to our colleagues 
and to ourselves (in the future). 
 

                                                 
3 In testing a NetApp 3020, we found that the NetApp design prevents NVRAM exhaustion (by sacrificing burst 
performance).  So NVRAM exhaustion is not an issue with this model, and perhaps not with all models of NetApp. 
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Expectations 

DISCIPLINE 

Summoning the discipline to perform these tests is hard – skipping the testing phase and going 
into production is way easier.  Developing the discipline to fix problems discovered during tests 
can be even harder (fixing something can take even more time than discovering it, in some 
cases).  Impatience is hard to overcome. 
 
In the past, I have seen teams perform the entire test suite and fix a number of the issues ... but 
then make major changes (OS upgrades, hardware swaps, and configuration changes) to the 
device … and be unable to summon the discipline to repeat the test suite.  They then go into 
production, without knowing if the box can survive any of the test scenarios.  Discipline is hard. 
 
I have also seen teams get part way through the test suite, uncovering issues … but then scrap the 
rest of the tests and leave the issues unresolved, in their rush to go production.  Investing effort 
today in order to reduce future pain is hard – humans are wired to respond to the here and now, 
not to the future. 
 

TIME 

Running through a comprehensive test suite on anything takes time, days or weeks of focused 
efforts, even on small systems. 
 
And that’s a “success-oriented” schedule, i.e. what it would take if the box passes all tests with 
flying colors – unlikely.  Instead, I predict that the testers would uncover problems and stop to 
fix them.  Fixing them may involve invoking vendor tech support, which can easily insert days of 
delay for each incident.  Then, they would go back and pick up testing, perhaps from the 
beginning, perhaps from the middle, depending on the changes made.  And iterate until done, i.e. 
until satisfied that the issues likely to be uncovered by this test suite have been fixed, mitigated, 
or at least characterized.  I don’t know how to estimate the time required for the complete 
process. 
 

THE RUSH TO DEADLINE 

Another popular approach I’ve seen is for teams to take a project plan as non-negotiable.  We go 
through our project planning process, we estimate the time we need, we fix an end date … and 
then we discover new information which requires more work … and if we are to perform that 
work, then we must change something.  And humans can be reluctant to do this.  We like to be 
reliable, to deliver on our promises, to honor our commitments.  We want to do our best.  And, in 
the emotional heat of working on a high visibility project, we develop tunnel vision, seeing only 
the goal and not the rocks tumbling on the tracks between us and that goal. 
 
You can see this tunnel vision in action when new information arises and the project team 
doesn’t adjust for it, either by adding more resources, changing the deadline, or removing 
existing work from the scope.  This is not a Hutch problem – this is a human problem.  I point to 
the Challenger disaster as a classic example.  Some of the brightest minds in the world work on 
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the Space Shuttle project.  Yet, when presented with information which suggested that the 
booster rockets might catch fire on launch, unless certain mitigation steps were taken, they 
ignored this information and kept to their deadline.  They met that deadline – the Challenger 
launched on schedule.  But of course, a little more than a minute after delivering product (a 
launched shuttle), the booster rockets caught fire and the Challenger blew up.  I’m not 
mentioning this story to blame anyone at NASA or to suggest that we are the Hutch are going to 
hurt people (no one dies when one of our systems crashes, thank goodness), but rather to point 
out that smart, experienced people, equipped with plenty of project managers and analysts and 
engineers (and knowing that lives ride on their decisions) make this kind of mistake. 
 
For a successful technology, reality must take precedence over public relations, for Nature 
cannot be fooled. --Richard Feynman 


